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Abstract
Deep learning is the state of the art method for
image classification, however, deep models are
mathematically complex and they are usually
used as black-box. The difficulty of interpreting
these models starts with the difficulty of analyz-
ing images. Computationally, it is not easy to
describe what associates a particular image to a
particular class, and it is not clear what image
classifiers actually learn from images. This lack
of understanding especially becomes problem-
atic in high-stake applications such as medicine.
In many applications of machine learning, inter-
pretation starts with thorough mathematical anal-
ysis of datasets, but there are not adequate com-
putational methods to analyze the contents of im-
age datasets. Here, by bringing wavelets from the
image processing literature in tandem with spec-
tral decomposition methods, we develop an algo-
rithm to analyze the contents of image datasets,
extract patterns from images, identify association
of patterns to classes, and to compute low-rank
approximation of images using the most influ-
ential patterns. Moreover, analyzing the tensor
decomposition of wavelet coefficients can iden-
tify images that are uncommon in the datasets
and images that might be ambiguous w.r.t. clas-
sification. Finally, by analyzing the in-class and
out-class similarities, we investigate the border-
line for the disease spectrum.

1. Introduction
Deep learning image classifiers are complex and nonlinear
mathematical functions that extract features from images
and learn to classify them based on those features. Yet,
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this mathematical process is not well understood, a major
reason why interpretation, adversarial robustness, and gen-
eralization of them are all open research problems. Deep
learning interpretation research has been largely focused
on object recognition tasks, which involves learning im-
ages that are intuitively understandable and classifiable for
everyone (e.g., images of cats, dogs, planes, etc.). But,
when it comes to medical applications, classifying the im-
ages requires medical expertise, making the interpretation
task even harder.

In this paper, we study a SARS-COV-2 CT-Scan Dataset
(Angelov & Almeida Soares, 2020). Figure 1 shows sam-
ples of images in this dataset. By bringing computational
methods from the image processing literature, in tandem
with spectral methods from the numerical analysis litera-
ture, we develop computational methods to study the con-
tents of image-classification datasets with the aim to un-
derstand the fine level patterns and features of images with
respect to classification.

Figure 1. Sample of images in the SARS-COV-2 CT-Scan dataset.
Two images in the left box are from infected patients and the ones
in the right box are from non-infected patients.

1.1. Radiomics

Radiomics refers to an emerging class of computational
methods that aim to extract features from medical images
that can be useful for clinical decision making and outcome
prediction (Gillies et al., 2016; Rizzo et al., 2018). In cer-
tain applications, these methods have been able to extract,
from images, features that are not easily detectable by eye,
and they have been able to characterize clinically useful
phenotypes. For example, Lafata et al. (2019) identified
39 radiomic features from CT images of lungs as potential
biomarkers for pulmonary function.

Computing the radiomic features usually relies on statisti-
cal methods and consider the shapes, intensities, textures
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of items in the images (Rizzo et al., 2018). Intensity re-
lated features are usually computed using first-order statis-
tics, and texture related features are usually computed using
second-order statistics. In a few occasions, more sophisti-
cated methods such as wavelets are used to extract radiomic
features, e.g., (Aerts et al., 2014).

One benefit of using radiomic features is that they are usu-
ally intuitive and they can be easily used as tabular data in
conjunction with other information about the patients. The
state of the art tool for classifying images is deep learning,
though, but it is not easy to understand what deep neural
networks learn from images.

1.2. Interpretation background in deep learning

Deep learning functions are formed during training, by the
contents of their training sets. Understanding the learning
process and generalization for some data types may start
with direct analysis of the data itself (Bahri et al., 2020).
However, studying the contents of image-classification
datasets is not straightforward (Strang, 2019), because of
the typical difficulties in working with visual signals.

In practice and in research, learning of images is left to
the models. From the adversarial point of view, image-
classification models are vulnerable and this vulnerability
seems inevitable (Shafahi et al., 2019) and even at odds
with achieving good accuracy (Tsipras et al., 2019; Ilyas
et al., 2019). From the generalization point of view, models
are highly over-parameterized and they can fit the contents
of their training sets, even when training images are labeled
randomly and even if the contents of images get replaced
with random noise (Zhang et al., 2017). Recent studies
have pursued this dilemma by making the distinction be-
tween the concepts of learning vs memorization (Belkin
et al., 2018; 2019).

This lack of understanding about the models can partly be
explained by our lack of knowledge about fine-grained de-
tails of image-classification datasets. Recently, a new line
of research has focused on the contents of these datasets,
studied the procedures used to gather and label the images,
and raised questions about the learning, statistical bias and
possible over-fitting of deep classifiers (Recht et al., 2019;
Yadav & Bottou, 2019; Recht et al., 2018; Engstrom et al.,
2020). Still, there is a need for specialized computational
procedures to analyze these datasets and explain what can
make one image associated with one class and not with
other classes. What is the essence of each image when it
comes to classification?

From the optimization perspective, there are infinite num-
ber of global minimizers for training loss of image classi-
fication models, many of which would perform very badly
on testing data (Arora et al., 2019; Neyshabur et al., 2019).

Studies that focus on training, aim to find the minimizer
that performs well on the testing set. But, the way to con-
firm that one has chosen a good minimizer of training loss
is to measure its accuracy on a testing or validation set,
and there is not an independent procedure to investigate
whether there are specific associations between patterns
and classes. Clearly, we would not expect a randomly la-
beled training set to have such association and that is why
when one achieves zero training loss on such data, we con-
sider it memorization and not learning.

1.3. Our approach

We develop a method to analyze image-classification
datasets and provide interpretable insights about their con-
tents. Our approach can be considered a pattern recogni-
tion method which can analyze the datasets and identify the
association of patterns to classes. We show that each im-
age can be written as the summation of a finite number of
rank-1 patterns in the wavelet space; and the main dis-
tinguishable patterns in each image can be reconstructed
using a relatively small number of those patterns, provid-
ing a low-rank approximation to each image. We ex-
tract the patterns by tensor decomposition of datasets in the
wavelet space and then transform the patterns back to the
pixel space. This allows us to compare images based on the
contribution of patterns to them. By comparing the in-class
and out-class similarities, we investigate the borderline im-
ages with respect to COVID-19 infection and try to infer a
disease spectrum.

2. Our Computational Method
Here, we briefly explain our computational method. More
detailed information about the method and a formal algo-
rithm is available online in our recent paper (Yousefzadeh
& Huang, 2020).

Wavelets. Wavelets are a class of functions and one of the
most capable tools for processing images (and signals) and
extracting features and patterns from them. The difficulty
of working with images and many signals arises from the
spatial complexity of patterns and structures in them. What
makes a radiology image to represent infection symptoms
may be explained by the specific patterns that appear in var-
ious regions of an image, and how these different regions
are arranged.

Connection of wavelets with deep learning. In recent
years, we have seen the outstanding performance of deep
learning models as an image processing tool that can an-
alyze images and learn to classify them. The features
learned by these models are sometimes referred to as deep
features (Noh et al., 2017; Romero et al., 2015; Chen et al.,
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2016). Deep features have been used in tandem with ra-
diomic features as well (Lao et al., 2017; Oakden-Rayner
et al., 2017; Paul et al., 2018).

We note that wavelets have a similar computational nature
as the deep learning models. Wavelets decompose an image
by convolving a wavelet basis with the image. Deep learn-
ing models also rely on convolutional layers that convolve
images with stencils/filters. So, our approach of transform-
ing images with wavelets, and then studying their patterns
coincides with the approach used by the classification mod-
els.1

The family of Daubechies wavelets (Daubechies, 1992)
are one of the most capable types of wavelet transforma-
tion, and we use them in this paper. The orthogonality of
Daubechies wavelets is particularly useful for feature ex-
traction, because orthogonality in this setting implies the
filters are independent and each filter is measuring a spe-
cific feature in the image signals.

Higher Order GSVD. Higher Order Generalized Sin-
gular Value Decomposition (HO-GSVD) is viewed un-
der the broad category of Tucker tensor decomposition
methods (Kolda & Bader, 2009). Originally developed
by (Van Loan, 1976), it was advanced to the higher or-
der case (Omberg et al., 2007; Ponnapalli et al., 2011),
where n number of (full column rank) matrices, Di, i ∈
{1, 2, . . . , n}, can be decomposed as

Di = UiΣiV, ∀i ∈ {1, 2, . . . , n}, (1)

where, Ui’s, are composed of normalized left basis vectors,
the singular values are positive scalars organized in diag-
onal elements of Σi, and the normalized orthogonal right
basis V is common among all the n decompositions. It is
proved that the resulting decomposition extends all of the
mathematical properties of the GSVD,2 except for orthogo-
nality of the columns of left basis vectors (Ponnapalli et al.,
2011; Alter, 2018).

The vectors in V can generally be viewed as the patterns
present in all Di’s. The singular values are the key to un-
derstand which pattern is specific to each class and which
patterns are shared among classes. For example, if the jth
singular value of Σi is significantly larger (dominant) than
the jth singular values for all other classes, it means that
the jth vector in V is specific to the class i. We expand fur-

1Recently, (Yousefzadeh, 2020) proposed a method that clus-
ters images based on their wavelet coefficients in order to analyze
the similarities in image classification datasets, and showed that
wavelets identify similar images, the same way that a pre-trained
ResNet model does (Birodkar et al., 2019).

2This extension is advantageous both in computation and in-
terpretation of results.

ther on this kind of interpretation in our numerical results.
Additionally, we can use this decomposition to write each
Di as the summation of m rank-1 matrices.

Di =

m∑
j=1

σjUi(:, j)Vi(j, :) (2)

Choosing a subset of influential wavelet coefficients.
The HO-GSVD has stable and efficient numerical algo-
rithms for its computation and there are well-studied the-
oretical properties about it. But in order to benefit from
such algorithms and mathematical properties, the individ-
ual matrices for each class should have full column rank.
Some datasets may naturally satisfy such property, but this
has to be verified. In case of rank-deficiency, we can choose
a subset of most influential wavelet coefficients, satisfying
the full column rank requirement. For that, we use the
rank-revealing QR factorization (RR-QR) (Chan, 1987).
This method orders the columns of a matrix based on their
rank influence. Hence, we can easily choose a subset of
most influential coefficients satisfying the full column rank.
This approach of using rank-revealing QR factorization to
choose a subset of wavelet coefficients is previously sug-
gested by (Yousefzadeh & O’Leary, 2020).3

3. Results on COVID-19 CT-Scan Images
Here, we analyze the contents of the SARS-COV-2 CT-
Scan Dataset (Angelov & Almeida Soares, 2020). This
dataset contains 2,482 images of CT-Scan, 1,252 of which
belong to infected patients and 1,230 belong to non-
infected patients. In Figure 1 we saw some samples from
this dataset.

Identifying influential wavelet coefficients and the pix-
els they correspond to. We form the data into two ma-
trices, D1 for COVID samples and D2 for non-COVID
samples. For wavelet transformation, we use Daubechies-3
wavelets. We use the RR-QR algorithm to choose a subset
of m = 1200 most influential wavelet coefficients. Fig-
ure 2 highlights the pixels corresponding to those wavelet
coefficients.

Spectral decomposition and association of patterns to
classes. Using Higher Order GSVD, we decompose the
tensor of wavelet coefficientsD. The resulting singular val-
ues, shown in Figure 3 show a clear separation between the
Covid and non-Covid patients.

Figure 4 shows the most dominant patterns obtained for
the COVID patients and Figure 5 shows the most dominant

3The computational complexity of RR-QR for a matrix with n
rows and m columns is O(nm2) which can be inexpensive.
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Figure 2. Pixels corresponding to the most influential coefficients
chosen by the RR-QR algorithm. A radiologist could verify
whether the patterns corresponding to infections are expected to
be in those regions. RR-QR detects that most of the variations
among images are in the white regions, and changes in the black
regions are either small or linearly dependent.

Figure 3. First 200 singular values (in logarithmic scale) show a
clear separation between many of the patterns in COVID and non-
COVID patients. Nitoce that when singular values are large for
the COVID class, singular values are usually small for the non-
COVID class, and vice versa.

patterns obtained for non-COVID patients. Clearly patterns
seem very different for non-COVID and COVID patients.

Figure 4. The most dominant patterns for COVID infected pa-
tients. Notice the color variations within the boundaries defined
in Figure 2.

Figure 5. The most dominant patterns for non-COVID patients.
Notice the color variations within the boundaries defined in Fig-
ure 2. Also, notice how the color variations are different from the
COVID-19 infected patients in Figure 2.

Low-rank approximation to images. We can use these
patterns to reconstruct an image. Figure 6 shows recon-
struction of an image using low-rank approximation de-
fined by Equation 2.

Figure 6. Reconstruction of an image using the patterns extracted
in V . We can see the evolution of image as more patterns are
added to it. The residual also drops relatively quickly. We have
captured most distinctive features of the image by using about
400 patterns. Using 1,000 patterns captures the image almost per-
fectly.

Complexity of images with respect to patterns. Left
basis vectors define how the patterns should be merged to-
gether. Images with lower norm in the left basis appear to
have fewer distinctive features in them, as some of them are
shown in Figure 7. In other word, they are made from fewer
patterns in V . On the other hand, images with larger norm
in the left basis have more distinctive features and many
patterns contribute to them, as some of them are shown in
Figure 8.

Figure 7. Images with small norm in the left basis are made from
fewer patterns and appear to have less distinctive features.

Figure 8. Images with large norm in the left basis appear relatively
complex, have many distinctive features and many patterns con-
tribute to them.

We note that evaluating the usefulness of our patterns, from
the practical point of view, requires domain expertise. A
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radiology scientist, for example, could verify whether the
patterns in Figure 4 are sensible and useful in practice.

4. Inferring the disease spectrum by
analyzing the in-class and out-class
similarities

Goal. Here, we first take an unsupervised approach to an-
alyze the similarities of images in each class (infected vs
non-infected), separately. We then extend our similarity
analysis across the two classes, in order to place images on
a disease spectrum. Images in one class that have large sim-
ilarities to images in the other class would be considered in
the middle of the disease spectrum, while images that have
strong in-class similarities and weak out-class similarities
would be placed away from the mid-spectrum. The re-
sult of this analysis can be used to identify images that
are likely to be true-positives (highly infected) and true-
negatives (non-infected), and also images that are near
the borderline with respect to the disease.

Approach. Using HO-GSVD, we explained how the vec-
tors in V represent the orthogonal patterns extracted from
the entire dataset. We also know that each image in the
dataset can be reconstructed by a specific combination of
patterns in V , defined by the singular values and the left ba-
sis vectors. In fact, V is common among all the classes in
the dataset V and what distinguishes each image from other
images, is its corresponding vector in UiΣi. The number
of rows in UΣ correspond to the number of images in the
class i. Let’s consider the jth image in class i. We can re-
construct this image using the coefficients in the jth row of
UiΣi to combine the vectors of V .4

Overall, we can say that the HO-GSVD extracts a set of
common patterns in the entire dataset, and gives us a set of
coefficients inUiΣi, determining how these patterns should
be combined in order to obtain the images. To analyze the
similarity of images, we can analyze the similarity of their
coefficients, because patterns are common for all of them.
This way, analyzing the similarity of two images is reduced
to basically comparing two vectors.

Experiment. Figure 9 shows the similarity matrix of all
images in the COVID class. To derive this similarity ma-
trix, we followed these steps:

1. Compute the matrix UiΣi for the COVID class.

2. Compute the 2-norm distance between each row in
this matrix to obtain a distance matrix for all images
in this class.

4Clearly, all of these computations are in the wavelet space,
and at the end we have to reconstruct them back in the pixel space.

3. Convolve the distance matrix with a Gaussian kernel
to obtain the similarity matrix.

Figure 9. Similarity matrix of images in the COVID class, ob-
tained from the UiΣi matrix.

Clearly, some images are isolated from other images in this
class. Figure 10 shows some of those images. Being iso-
lated in the COVID class implies that an image is relatively
dissimilar to other images in that class.

Figure 10. Isolated images in the COVID class, based on the sim-
ilarity matrix in Figure 9.

To infer a disease spectrum, we investigate images that
have considerable similarities to images in the other class.
For example, images in the COVID class that are simi-
lar to images in the non-COVID class may correspond to
patients that are moderately ill. Similarly, images in the
non-COVID class that are similar to images in the COVID
class may correspond to patients that have vague symp-
toms of infection. So, we extend our analysis to measure
the similarities across classes. Figure 11 shows images in
the COVID class that are most similar to images in the
non-COVID class, and Figure 12 shows images in the non-
COVID class that are most similar to images in the COVID
class. We consider these images to be borderline images.

Figure 11. Borderline images: Images in the COVID class that are
similar to images in the non-COVID class.

Additionally, Figure 13 shows images in the COVID class
that have the least similarity to images in the non-COVID
class. We can consider these images likely to correspond to
the infected side of the spectrum.
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Figure 12. Borderline images: Images in the non-COVID class
that are most similar to images in the COVID class.

Figure 13. COVID images that are most dissimilar to non-COVID
images. These may correspond to the infected side of the spec-
trum, far from the borderline.

Figure 14 shows images in the non-COVID class that have
the least similarity to images in the non-COVID class. We
can consider these images likely to correspond to non-
infected side of the disease spectrum, far from the border-
line.

Figure 14. Non-COVID images that are most dissimilar to
COVID images. These may correspond to the non-infected side
of the spectrum.

Finally, we note that it requires medical expertise to con-
form these results, with respect to the disease, which we
intend to pursue in future collaborations.

5. Demonstrating the effectiveness of wavelet
transformation in our analysis

In all the results we have presented so far, we have re-
lied on wavelet transformation of images. In this last ap-
pendix, we repeat some of our experiments without us-
ing the wavelet transformation, i.e., directly applying the
Higher Order GSVD on the pixel information of images.
In this experiment we use the COVID data in Appendix E.

For example, Figures 15 and 16 show the dominant pat-
terns we obtain in V for COVID and non-COVID patients.
Compare these to the patterns we obtained in Figures 5
and 5, when we applied the HO-GSVD on the wavelet coef-
ficients, instead of the pixels. Although the results obtained
from the pixels seem to provide some information, they are
relatively vague and scattered.

Figure 15. The most dominant patterns for COVID infected pa-
tients. This corresponds to Figure 4 which was obtained us-
ing wavelet transformation. The patterns obtained without the
wavelets are relatively vague and scattered.

Figure 16. The most dominant patterns for non-COVID patients.

Moreover, Figure 17 shows the reconstruction of the same
image as in Figure 6, this time with rank-1 patterns ob-
tained without wavelet transformation.

Figure 17. Reconstruction of an image using the patterns ex-
tracted in V , by applying HO-GSVD directly on the pixel infor-
mation of dataset. This is the same image as in Figure 6. This
time, many of the patterns are adding noise to the image, leading
to significant increase in the residual at the early stages of recon-
struction.

Notice that in this reconstruction only 1,200 pixels (out of
8,190) are involved, as shown in Figure 18, and the rest of
pixels are the same as the original image.5 Hence, the re-
construction without using the wavelets needs to start from

5Using more than 1,220 pixels would violate the requirement
of full column rank.
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an image mostly similar to the original image and cannot
consider many of the pixels. This seems to hollow the point
of performing low rank approximation.

Figure 18. 1,200 of the pixels with linearly independent variations
among images. Some of these pixels are at the perimeter of im-
age which clearly do not relate to COVID infection. Compare
these pixels to the pixels in Figure 2, and how the 1,200 wavelet
coefficients have engaged large and relevant regions of the image.

However, when using the 1,200 wavelet coefficients, the
majority of pixels are involved in our analysis, as the stencil
in Figure 2 demonstrates. Also, wavelets make the low rank
approximations of images informative.

6. Conclusion
Here, we showed that spectral decomposition of image
classification datasets in the wavelet space can extract the
patterns that distinguish each class from the others. We de-
composed each image as the summation of finite number
of rank-1 images in the wavelet space and showed that low
rank approximation to images can capture the classification
information to classify them. Our method can also be used
to verify existence of learnable classification information
in datasets, useful for studies on memorization vs learning
of deep models, and also useful in practice for analyzing
unfamiliar datasets. We showed that analyzing the spectral
decomposition of wavelet coefficients can be used to place
the images on a disease spectrum based on their in-class
and out-class similarities. One could use this approach to
identify images that are near the borderline of infected and
non-infected patients, for further investigation and verifica-
tion.
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