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Abstract— This paper presents a new approach for measuring
the EM side-channel energy (ESE) created in the EM sidechannel by executing different processor instructions. To illustrate the usefulness of the proposed method, we have measured
EM side-channel energy among 11 different instructions from
three different laptops and one desktop. The results show that
ESE measurements are highly repeatable (st.dev/mean < 0.05).
We also show that two systems with the same design result in
nearly identical measured ESE values, which implies that ESE
measurements are representative of an entire manufacturing run,
or possibly an entire family, of systems.

I. I NTRODUCTION
Electromagnetic (EM) side-channel attacks are a powerful
class of attacks that circumvent traditional security protections
and access controls. Although it is well-known that electronic
circuits used in modern computer systems are sources of EM
emanations (this can be confirmed by placing a commercial
radio receiver close to a working computer system), little
is known about whether these emanations exhibit any datadependent behavior.
The existence of side-channel electromagnetic (EM) radiation and the potential risk it poses to computer security was
reported in the open literature as early as 1966 [1], but without
technical details on specific risks, eavesdropping techniques,
or how to prevent such attacks. The first unclassified technical
reports analyzing the security risks caused by EM emanations
from computer monitors were [2] and [3]. Recently, it was
shown that EM emanations from keyboards and smartcards
also pose security risks [4], [5], [6]. To address these risks several evaluation methods and countermeasure techniques have
been proposed [7]-[19], including adding low-cost shielding
(e.g. metal foil), using asynchronous circuits, and changing
the layout of circuitry. Although there has been significant
research and applied work to reduce EM emanations for EM
interference/compatibility (EMI/EMC) compliance [20], [21],
that work is mostly focused on interference a system can
cause in other devices and in radio communications, not
information “leaked” via EM side-channels. Most EMC solutions also alleviate EM side-channel leakage, but some EM
side-channel solutions hinder EMC compliance. For example,
adding metal shielding for EMC compliance also attenuates
EM side-channel signals, but transmission of jamming signals [14] masks EM side-channel signals while negatively
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affecting EMC. Also, recent findings show that EM signals
from computer systems may satisfy EMC regulations but still
be detected in side-channel attacks.
Unfortunately, little work has been openly published investigating EM emanations from complex processors and systems
such as servers, desktops, laptops, and smart-phones. Radio
transmission through EM emanations from a modern desktop’s
memory system was detected at a distance of about two
meters [22] as a proof-of-concept experiment, but without
any analysis or direction toward potential solutions. Recently
reported results for high-performance systems [23] show that
information can be transmitted through EM emanations to
distances of at least 2-3 m, even in the presence of significant
countermeasures (metal shielding, walls, etc.). Finally, [24]
shows that cryptographic keys can be extracted from modern
computers using EM side-channel analysis.
The work on understanding and quantifying potential EM
side-channel exposure caused by program execution is still
in its infancy. The current state of the art is the recently
proposed Side-Channel Vulnerability Factor (SVF) [25], [26]
which measures how the side-channel signal correlates with
high level execution patterns (e.g. program phase transitions).
While this metric allows overall assessment of information
leakage for a particular side-channel and system, it provides
limited insight to 1) computer architects about which aspects
of the design are the strongest leakers, and to 2) software
developers about how to reduce the side-channel leakiness of
their code. Our recent work in [27] takes the first step toward
understanding and assessing side-channel leakiness at the level
of individual processor instructions.
This paper describes a new approach for measuring the
EM side-channel energy (ESE) created by the execution of
different processor instructions. To test the repeatability of
the proposed method, we have measured EM side-channel
energy among 11 different instructions from three different
laptops and one desktop. Our results show that, when using the
same alternation frequency in repeated experiments, variation
in measured ESE values is minimal (st.dev/mean < 0.05). We
also measure ESE on two identical PCs (two DELL 7010 desktops with Core i7 processors), using two different alternation
frequencies, and find almost no difference in the normalized
measured values. This implies that measured ESE values are
not sensitive to the chosen alternation frequency, and that
measurements from one system are likely representative of
the entire manufacturing batch or even the entire family of
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systems.
The rest of this paper describes our approach for measuring
ESE created by executing different processor instructions (Section II), our measurement setup (Section III), our measured
results (Section IV), and our conclusions (Section V).
II. A N EW A PPROACH FOR M EASURING
I NSTRUCTION -L EVEL EM S IDE - CHANNEL E NERGY
All meaningful programs generate data-dependent activity
in the processor, off-chip memory, and other system components. This data-dependent activity cannot be avoided: even if
the program’s control flow is the same for all input values,
and if the circuitry of the processor is designed such that all
input values generate the same overall number of bit-flips in
transistors and wires, there must be at least some transistors
or wires whose switching activity is input-dependent. All of
these data-dependent activities (data dependence of control
flow, memory accesses, and low level switching activity) can
create EM side-channel signals.
To allow measurements in real systems and to provide
specific mitigation guidance to programmers and computer architects, we investigate EM side-channel emanations generated
by instruction-level events. ESE quantifies the overall energy
made available to the attacker through the EM side-channel
as a result of a single instruction variation. Single instruction
variations are caused by control-flow decisions, having or not
having a cache miss, etc. ESE is a pairwise metric, meaning
that it measures the signal made available to the attacker when
we execute instruction A instead of executing instruction B (or
vice versa). For example, the ADD/MUL ESE is the overall
EM side-channel energy available to distinguish whether we
have executed an ADD or a MUL instruction, the LDM/LDL2
ESE is the overall EM energy available to distinguish whether
we had a L2 hit or an off-chip memory access for a load
instruction, etc. (See Figure 4 for the mnemonics of the tested
instructions).
To measure the ESE for a pair of instructions in a real system, we force the system to generate controllable emanations
by executing the two instructions in a way that minimizes
the effect of all other unrelated system activities, and then
measure the leaked side-channel energy. We produce these
controllable emanations by creating repetitive variations in
activity. We choose a period (duration) T of each repetition,
two types of activity (A and B), and then create a benchmark
containing a for loop such that the first half of the loop does
many repetitions of activity A and the second half does many
repetitions of activity B. Intuitively, if the processor or the
system generates different EM fields while executing activity
A vs activity B, repetition of this A-then-B pattern will create
oscillations in this EM field with period T , i.e. it will result in
a RF signal at frequency 1/T . This signal generation approach
is illustrated in Figure 1.
The overall structure of the code for these benchmarks is shown in Figure 2. Lines 2 through 7 execute
inst loop count instances of the A instruction, and then
lines 8 through 13 execute the same number of instances
of the B instruction. Thus lines 2 through 13 represent one
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Fig. 1. The A/B alternation pseudo-code induces emanations at a specific
radio frequency by alternating half-periods of A and B activity.

A/B alternation, and this alternation is repeated (line 1)
until the measurement of the side-channel signal is complete. It is critical to note that the value of T is controlled directly by varying inst loop count. For example, increasing inst loop count increases the time required to execute one iteration of the outer loop (T ). The
value of T can be directly measured using counters available through processor instructions (e.g. the x86 rdtsc
instruction) and the operating system (e.g. the Windows API
QueryPerformanceCounter() function). We can then
select the inst loop count value that produces the desired
alternation frequency (1/T ).
1
2
3
4
5
6
7
8
9
10
11
12
13
14

while(1){
// Do some instances of the A instruction
for(i=0;i<inst_loop_count;i++){
ptr1=(ptr1&˜mask1)|((ptr1+offset)&mask1);
// The A-instruction, e.g. a load
value=*ptr1;
}
// Do some instances of the B instruction
for(i=0;i<inst_loop_count;i++){
ptr2=(ptr2&˜mask2)|((ptr2+offset)&mask2);
// The B-instruction, e.g. a store
*ptr2=value;
}
}

Fig. 2.

The A/B alternation pseudo-code.

When load and store instructions are tested, an adjustable
range of addresses is accessed (calculated in lines 4 and 10 of
Figure 2) to generate the desired cache behavior (L1 cache hits,
L2 cache hits, or main memory accesses). Separate pointers
(ptr1 and ptr2) are used to allow different cache behavior
for the A and B instructions (e.g. A can be a L1 cache hit
and B can be a L2 cache hit). Therefore, aside from the
test instruction (lines 6 for A and 12 for B), the executed
code should be identical for all instructions, so this pointerupdate code is present even when the A and/or B instruction
is a non-memory instruction (e.g. ADD). The benchmarks are
written in x86 assembler to minimize non-under-test activity
and to minimize differences due to compiler optimizations
(e.g. different instruction scheduling by the compiler, dead
code elimination of memory address updates for non-memory
instructions, etc.).
The power spectrum is measured at alternation frequency
1/T , quantifying the side-channel signal created by the difference between the A and B instructions. Example recorded
spectra for ADD/LDM (integer addition vs an off-chip memory load) with 79 and 80 kHz alternation frequencies are
shown in Figure 3 along with an ADD/ADD measurement.

The ADD/ADD spectrum illustrates that when the A and B
instructions are identical, the resulting EM fields during the
A and B activities are effectively the same, resulting in no
signal at the alternation frequency. The 79 kHz and 80 kHz
ADD/LDM spectra show broad peaks, and these peaks clearly
track the alternation frequency. We can be confident the signals
we observe are not due to other unrelated signals (such as
nearby switching power supplies, CRT or LCD monitors, or
other cabling) because the signal is only present when the
A and B instructions differ (e.g. there is no signal for ADD/ADD), and because the observed peak follows the intended
alternation frequency. The generated signals are not perfectly
concentrated at the intended alternation frequency because 1)
the alternation frequency cannot be controlled perfectly in a
real system and 2) the alternation period T (the time to execute
one iteration of the outer loop in Figure 2) varies slightly in
complex processors and systems, resulting in the dispersion of
power around the alternation frequency. To account for this,
we integrate over the frequency band from 2.5 kHz below
to 2.5 kHz above the alternation frequency to find the total
generated signal power. This power (energy/second) is divided
by the number of A/B pairs executed per second (instructions
per second), resulting in energy per instruction. This energy
per instruction is referred to as ESE, and is the signal energy
available to the attacker to discern whether a single A or a
single B instruction was executed.
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Power spectrum for 79 and 80 kHz ADD/LDM.

This approach overcomes several measurement problems.
First, the measured signal represents the accumulation of
many repetitions of the A/B difference, resulting in a larger
signal that can be measured with less sensitive instruments.
Second, the difference between A and B side-channel ESE is
directly measured, avoiding the relative error introduced when
measuring A and B signals separately. Finally, the signal is
measured at the alternation frequency, which can be adjusted
in software by changing the number of A and B instructions
per iteration of the alternation loop, resulting in a lower
measurement frequency which is within the measurement
range of commercially available instruments. We also have
the freedom to select a frequency with the least interference
from noise and unrelated signals. This is particularly important
for the EM emanations side-channel because EM probes pick
up numerous unrelated noise sources and radio signals.

III. E XPERIMENTAL S ETUP FOR ESE M EASUREMENTS
In our study, we constructed the A/B alternation code as
described in Section II for each pairwise combination of the
eleven instructions listed in Figure 4. These include loads and
stores that go to different levels of the cache hierarchy, simple
(ADD and SUB) and more complex (MUL and DIV) integer
arithmetic, and the “No Instruction” case where the appropriate
line in our alternation code (Line 6 or 12 in Figure 2) is simply
left empty.

LDM
STM
LDL2
STL2
LDL1
STL1
ADD
SUB
MUL
DIV
NOI

Instruction

Description

mov eax,[esi]
mov [esi],0xFFFFFFFF
mov eax,[esi]
mov [esi],0xFFFFFFFF
mov eax,[esi]
mov [esi],0xFFFFFFFF
add eax,173
sub eax,173
imul eax,173
idiv eax

Load from main memory
Store to main memory
Load from L2 cache
Store to L2 cache
Load from L1 cache
Store to L1 cache
Add imm to reg
Sub imm from reg
Integer multiplication
Integer division
No instruction

Fig. 4.

x86 instructions for our A/B ESE measurements.

Processor

L1 Data Cache

Intel Core 2 Duo
Intel Pentium 3 M
AMD Turion X2
Intel i7
Fig. 5.
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Measured laptop and desktop systems.

The benchmarks are run as single-threaded Windows 7
32-bit user mode console applications on the laptop and
desktop systems in Figure 5. No other user-mode applications
were active and wireless devices were disabled to minimize
interference with the intentionally generated signals. Aside
from this, the system was operating normally, meaning that
any EM signals resulting from system processes and other OS
activity would affect the received signal. The resulting periodic
EM signals were measured using a magnetic loop antenna
(AOR LA400) connected to a spectrum analyzer (Agilent
MXA N9020A) as shown in Figure 6. The loop antenna does
not use a tuning capacitor and is terminated with a 50Ω load,
so it has a flat frequency response between 10 kHz and 1 MHz.
Unless otherwise noted, measurements use an A/B alternation
frequency of 80 kHz and a measurement distance of 10 cm.
A resolution bandwidth of 1 Hz was used to minimize noise.

Fig. 6.

Measurement setup.
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ESE measurements must be repeatable in order to be useful
to hardware designers and programmers. Figure 8 shows the
variation in the measured ESE values when the measurements
are repeated under the same conditions. We use ESE values
from four different computer systems at 80 kHz and at a
distance of 10 cm. Each ESE value is measured 10 times,
and each point in this figure indicates the mean and standard
deviation of one ESE value (i.e. 10 measurement population).
The position along the x-axis represents the mean and the yaxis position indicates the standard deviation for each ESE
value. We observe that our ESE measurements are highly
repeatable, so the resulting ESE values can be used to guide
design decisions with confidence.
The ESE metric quantifies the side-channel signal created
by differences in instruction execution and can be used to
find the “leakiest” components of a system or the leakiest
sections of code in a program. Practical usage of the metric
requires repeatability of the ESE values between different
physical units of the same system design. Figure 9 compares
ESE values from two PCs (2 physical units of a DELL 7010

Fig. 8.
systems.
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Fig. 7. ESE values (in zJ) for the Core 2 Duo laptop at the 10 cm distance
and the 80 kHz intended alternation frequency.
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IV. E XPERIMENTAL R ESULTS FOR ESE M EASUREMENTS
We measured the EM side-channel energy among the 11
different instructions given in Figure 4 on three different
laptops and one desktop. Each measurement campaign results
in a 11-by-11 matrix of pairwise A/B ESE values for a
particular system, with each measurement repeated 10 times
over a period of multiple days to assess the impact of changes
in radio signal interference, room temperature, errors in positioning the antenna, etc. Our measurements include all 11
cases where the A instruction is the same as the B instruction,
which are expected to result in a negligible signal at the
alternation frequency. The matrix for the Core 2 Duo laptop
with the 10 cm distance and 80 kHz intended alternation
frequency is shown in Figure 7. Note that these values are
extremely small - they are in zepto-joules (1zJ = 10−21 J)! This
indicates that an attacker will likely need many repeated single
instruction differences to decide which of two instructions was
executed. Unfortunately, repetition is common for some kinds
of sensitive data, e.g. a cryptographic key can be reused many
times while encrypting a long stream of data. Also, note that
large variations in ESE occur among these instruction pairs
so some instruction pairs are much easier for attackers to
disambiguate than others.
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Measurement variations of ESE across four different computer

model with Core i7 processors) for three different alternation
frequencies. Note that for each alternation frequency and
PC, the ESE values have been separately normalized by the
equation ESEplot = (ESEmeasured − µA/A )/µA/B , where
µA/A is the mean of all A/A measurements (diagonal entries
in Figure 7) and µA/B is the mean of all A/B measurements
(off-diagonal entries in Figure 7). The black line corresponds
to a perfect match, demonstrating that there is an excellent
match among the two systems for all three alternation frequencies. This implies that a system can be used as an ESE
measurement representative for an entire manufacturing run
or series of systems and that our measured ESE values are
largely insensitive to the chosen alternation frequency.
Since we observe both similarities and differences among
systems with different designs, ESE results can be useful to
computer designers who wish to find out which parts of the
design are most susceptible to EM side-channel vulnerabilities,
and to software developers who need to know which variations
in program behavior are most likely to allow successful side-
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Fig. 9.

ESE comparison for two identical desktop (Dell 7010) systems.

channel attacks, especially for behaviors that are consistently
vulnerable across several generations of processors and among
several processor manufacturers.
V. C ONCLUSIONS
This paper presents a new approach for measuring the EM
side-channel energy (ESE) created in the EM side-channel
by executing different processor instructions. To illustrate the
usefulness of the proposed method, we have measured EM
side-channel energy among 11 different instructions from three
different laptops and one desktop. The results show that ESE
measurements are highly repeatable (st.dev/mean < 0.05).
We also show that two systems with the same design result
in nearly identical measured ESE values, implying that ESE
measurements are representative of different builds of a single
system design and possibly across different system designs
built from similar components.
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