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Abstract—Recent advances in embedded and IoT (internet-ofthings) technologies are rapidly transforming health-care solutions and we are headed to a future of smaller, smarter, wearable
and connected medical devices. IoT and advanced health sensors
have provided more convenience to patients and physicians
where physicians can now wirelessly and automatically monitor
patient’s state. While these medical embedded devices provide
a lot of new opportunities to improve the health care system,
they also introduce a new set of security risks since they are
connected to networks and run off-the-shelf operating systems.
More importantly, these devices are extremely hardware and
power constrained, which in turn makes securing these devices
more complex. Implementing complex malware detectors or antivirus on these devices is either very costly or infeasible due to
these limitations on power and resources.
In this paper, we propose a new framework called S YNDROME
for “externally" monitoring medical embedded devices. Our
malware detector uses electromagnetic (EM) signals involuntary
generated by the device as it executes a (medical) application
in the absence of malware, and analyzes them to build a
reference model. It then monitors the EM signals generated by
the device during execution and reports an error if there is a
statistically significant deviation from the reference model. To
evaluate S YNDROME, we use open-source software to implement
a real-world medical device, called a Syringe Pump, on a variety of
well-known embedded/IoT devices including Arduino Uno, FPGA
Nios II soft-core, and two Linux IoT mini-computers: OlimexA13
and TS-7250. We also implement a control-flow hijack attack
on SyringePump and use S YNDROME to detect and stop the
attack. Our experimental results show that using S YNDROME,
we can detect the attack for all the four devices with excellent
accuracy (i.e. 0% false positive and 100% true positive) within
few milliseconds after the attack starts.
Index Terms—Hardware Security, Malware Detection,
Internet-of-Things, Embedded System

I. I NTRODUCTION
Advances in medical embedded systems technology are
transforming established medical practice and bringing completely new models of treatment, prevention, and diagnosis
to patients [1]. Recent development in cutting-edge, more
accurate health sensors on one hand, and improvement in fast,
high-tech, and cheap IoT devices on the other, makes internetconnected embedded medical devices promising and popular.
Thanks to enhancements in embedded systems, patients’ important health states can now be monitored continuously and
sent wirelessly to physicians which in turn can lead to reducing
ineffective, erroneous treatment decisions and speeding the
delivery of therapies that work.

IoT medical devices, however, introduce a wide range of security risks and concerns since they are connected to networks,
which exposes them to potential attacks. Indeed, several vulnerabilities in these devices have already been shown (e.g. [2]–
[4]). Halperin et al. [3] describe how a commercial implantable
cardiac defibrillator (ICD) may be attacked wirelessly, while
WannaCry ransomware succeeded in attacking many medical
devices across United States hospitals [4]. A recent SANS
Institute report shows that 94% of healthcare organizations
have been victims of a cyber attack, which includes attacks
on infrastructure as well as medical devices [5].
Unfortunately, securing embedded devices is a challenge
because they are severely resource constrained and often
operate under real-time constraints, and medical devices add
the challenge of how to update their software while maintaining regulatory compliance. This means that deployment
of complex malware detectors, which usually require substantial power and hardware resources, may be infeasible in
many of these devices, especially those that have power and
hardware resources that barely meet the design requirements
for their primary (medical) function. Additionally, many of
these devices do not have sufficient hardware monitoring
infrastructure (e.g. performance counters) to support many of
the malware detectors. More importantly, many of these devices have custom software/hardware design that makes them
incompatible with conventional software-based anti-malware
mechanisms, such as antivirus (AV) programs or networked
intrusion-detection systems (NIDS).
A promising alternative is to monitor IoT medical devices
externally. The major benefit of this approach is that the
monitored system incurs no overhead and requires no change.
In this paper, we propose Spectral analYsis for aNomaly
Detection On Medical iot and Embedded devices (Syndrome),
a new framework for externally monitoring an embedded
device by analyzing its involuntary electromagnetic (EM)
emanations. S YNDROME first builds a reference model based
on the EM signals recorded during the normal (malwarefree) execution of the monitored software. It then detects
anomalous software behaviors by monitoring EM emanations
of the device and comparing them to the reference model.
The two main advantages of S YNDROME are that it does not
require any sort of modification on the monitored device and,
which is equally important, does not introduce any overhead
in the monitored device. Together, these advantages make

S YNDROME suitable for securing embedded medical devices.
To evaluate the effectiveness of our system, we monitor a real-world embedded medical device called a SyringePump [6]. A syringe pump is a medical device designed
to dispense or withdraw a precise amount of fluid, e.g. in
hospitals for applying small amounts of medication at frequent intervals. Recently, there has been significant interest
in producing open-source low-cost syringe pump systems
on embedded/IoT devices (e.g. [6], [7]). For our evaluation,
we use Open Syringe Pump, an open-source, open-hardware
syringe pump design [8]. The syringe is controlled by a Micro
Control Unit (MCU), whose processor runs an embedded
application that reads inputs and sends commands (dispense
or withdraw fluid) to the syringe’s actuators. We implement a
syringe pump on several different MCUs, including Arduino
Uno [9], an FPGA prototype board with an Intel’s NiosII embedded softcore, and two Linux-based embedded minicomputers: Olimex-A13 and TS-7250.
To evaluate S YNDROME, we implemented a proof-ofconcept control-flow hijack attack that exploits an existing
vulnerability in the SyringePump’s readSerial function to
overflow a buffer, hijack control flow, and execute a malicious
payload that causes the syringe to dispense an unwanted (much
larger) amount of fluid. We then use S YNDROME to monitor
the device while the syringe application is executing normally
(malware-free) and when the control-flow hijack happens. We
envision S YNDROME either as a dedicated monitoring unit that
continuously monitors a critical device (e.g. in a hospital’s
emergency room) or as a portable unit that can be used to
occasionally check the status of a less-critical medical device.
In summary, the contributions of this paper are:
•

•

•

External real-time detection of malware activity for
IoT medical devices: Implementation of S YNDROME,
which detects malware-induced deviations from an embedded device’s normal computational activity by externally monitoring its EM emanations.
Implementation of a proof-of-concept malware on
real embedded medical devices: Implementing SyringePump, a real-world embedded medical application, on 4 different state-of-the-art IoT/embedded devices
(i.e. Arduino UNO, Nios-II, OlimexA13, and TS-7250),
and implementing the control-flow hijack attack on SyringePump for each of these devices.
Experimental evaluation: monitoring of 4 prototype IoT
medical systems using S YNDROME while executing the
SyringePump application with and without an attack.

The remainder of this paper is organized as follows: Section
II provides a short background on our approach and discusses
related approaches and highlights how our framework is different and better. Section III presents the detailed S YNDROME
implementation. Section IV briefly describes the threat model
and how the control-flow hijack attack is implemented on
SyringePump for 4 different IoT devices. Section V analyzes
the experimental results. Section VI compares S YNDROME
with related work. Finally, Section VII concludes this paper.

Fig. 1. Spectrum of an AM modulated loop activity.

II. BACKGROUND
In practice, every electronic device generates unintended
electromagnetic (EM) signals, as changes in current flow
through wires within the device are converted into EM signals
via Faraday’s law [10]. In computational devices, current flows
change as a result of program activity or even the values
it operates on, so the corresponding EM emanations can be
received and analyzed in a side-channel attack to extract
sensitive information (e.g. cryptographic keys [11]).
Other analog signals, such as acoustic emanations, power
variation, etc. have been similarly exploited for side-channel
attacks. In addition to their use for side-channel attacks on
cryptographic implementations, recent work has begun using
analog/side-channel signals to learn more about a program’s
behavior. For instance, finding anomalies in software activity [12]. Even more recently, benevolent uses for EM signals
have been demonstrated in the domain of software profiling [13], [14] and detection of changes in a program [15].
In particular, Spectral Profiling [13] observes that when
a processor executes a loop, the emanated spectrum tends
to have “peaks” that correspond to per-iteration timing and
other characteristics of the loop, so program execution can be
efficiently profiled at the loop granularity by monitoring the
emanated EM spectrum. This is because some of the strongest
emanated signals are created when an existing periodic signal
(e.g. a clock signal with frequency F ) becomes amplitude
modulated by changes in processor activity. Because a loop
whose per-iteration time tends to be close to T concentrates activity fluctuations around frequency f = 1/T , the
spectrum of the modulated EM signal has spectral “lines”
(energy concentrations) at frequencies that are a multiple of
f removed from the clock frequency F , i.e. at F ±f , F ±2f ,
etc. To understand this phenomenon better, Figure 1 shows a
spectrogram obtained by performing short Fourier transform
on the EM signal recorded while an application with two loop
instances is executed. The y-axis corresponds to time and the
x-axis to frequency, and the part of the spectrum shown in
Figure 1 includes the clock frequency (which has a very strong
energy concentration that can be seen as the leftmost vertical
red line) and its right sideband (F + kf part of the AM-

modulated spectrum, where k = 1, 2, 3, ..). The per-iteration
execution time of the first loop is 164 ns, so during execution
of this loop there is an energy concentration (red vertical
line) at the frequency that is f1 = 1/(164 ns) = 6.1 MHz
to the right of the clock signal’s frequency F, i.e. F + f1 ,
and also at frequencies that are F + 2f1 , F + 3f1 , etc.
to the right of the clock frequency. When the first loop
instance ends and the second loop instance begins with periteration time of 385 ns, a new spectral line will be created
at f2 = 1/(385 ns) = 2.6 MHz to the right of the clock
frequency F , and also several other lines that correspond to
harmonics of F + f2 , F + 2f2 , F + 3f2 , etc.
EDDIE [15] shows that this observation about the signal
spectrum while executing a loop in can be used to monitor
IoT devices. Specifically, EDDIE builds a loop-level model
for malware-free execution of an application, by collecting the
spectral signatures (features) of each loop and finding all loopto-loop transitions that are possible in the unmodified program.
After training, EDDIE uses a real-time detection algorithm
to automatically detect when the emanated spectrum deviates
from the model. In this paper, we follow a similar detection
approach to detect malicious activity in a medical device, but
with some important differences. Specifically, this paper makes
the following contributions beyond EDDIE [15]:
•

•

•

Implementing a real attack on a real-world medical
device. EDDIE [15] used a benchmark suite (MiBENCH)
to create “normal” program behavior in its evaluation,
and injection of synthetic and arbitrary code was used
to represent malware. In this paper, we implement a
real medical device (syringe pump) using existing opensource software, and we implement a real exploit that
performs buffer-overflow and hijacks the control flow of
the syringe pump application. We believe that this is a
much more realistic evaluation model and that such a
model is needed to assess the usability of this approach
for real-world medical devices.
Monitoring a variety of devices. EDDIE [15] was
evaluated on only one hardware device. To gain insight
into how robust S YNDROME is across hardware/software
platforms that may be used to build medical devices, we
evaluate it on 4 different hardware platforms, two where
SyringePump runs on “bare metal” and two where the
application runs under an operating system.
Handling OS Interrupts. Our experiments have indicated that detection of control-flow hijacking in SyringePump becomes practically usable only when OS
interrupts are explicitly modeled and accounted for. This
is because signal deviation created by interrupts, if treated
as a tolerable “random” variation in the signal, results
in also tolerating the control-flow hijacking attack. Conversely, increasing sensitivity to reliably detect controlflow hijacking results in many false positives per second,
as many instances of interrupts are falsely detected as
anomalous. In contrast, interrupts and sensitivity problems were not addressed at all in EDDIE [15].

Other work related to ours includes using dynamic controlflow integrity verification on the monitored device itself. An
example of this approach is [16], which was also evaluated
on SyringePump (on the Raspberry Pi hardware platform).
Compared to S YNDROME, the major advantage of that approach is that it can be implemented in software on the
monitored device, while its major disadvantages are the extra
power and performance overhead in the monitored system,
and the need for advanced hardware infrastructure (i.e. ARM
TrustZone [17]) on the monitored device, and many popular
embedded platform (e.g. Arduino) do not have this (or equivalent) infrastructure. In contrast, S YNDROME does require
an external monitor equipped with suitable hardware (probe,
receiver, etc.), but introduces no overhead and requires no
infrastructure on, or modification to, the monitored device.
III. S YNDROME
The overall implementation of the S YNDROME prototype
consists of a training phase and a detection (monitoring) phase.
A. Training
The training phase begins with a static analysis of an
application to identify the loops and their possible orderings.
This is done in LLVM [18] by adding a pass that builds the
loop-level control flow graph of the application. Next, we run
the application on the device with known (training) inputs.
For each such run, we collect the resulting EM signal using
an antenna or an EM probe, and we convert that signal into
a sequence of sample spectra, where each spectral sample
corresponds to a 1 ms window of time and overlaps 75% with
the previous sample. These runs are lightly instrumented to
record the time at which each loop is entered and exited, which
allows us to categorize (label) each spectral sample obtained
from training either as belonging entirely to a particular loop
or as containing at least some non-loop execution from a
particular part of the code. For example, a run in which 4
different loops are executed will have 9 categories of spectral
samples: one for execution before the first loop is entered, four
for loops (one for each loop), three for loop-to-loop transitions,
and one for execution after the last loop is exited.
After categorizing spectral samples, we preprocess the samples in each category to extract their features. The features we
use are all the spikes (energy concentrations) in the spectrum
that contain at least 1% of the total energy of the spectrum.
Note that different categories will have different numbers of
such features, e.g. the spectral samples for loop A might have
three spikes that are strong enough to be selected as features,
whereas spectral samples for loop B might have only one spike
that is strong enough. It is also possible for a category to have
no features (no spikes that were strong enough).
In our experiments, we have found that spectral samples that
correspond to a loop, tend to have several features (prominent
spikes). Moreover, we have found that spectral samples in a
loop-to-loop transition also tend to have a number of features –
specifically, they tend to have features from both the loop that
precedes and the loop that follows the transition. This can be

explained by the fact that non-repetitive code executes briefly
before a repetitive region (loop) is encountered, e.g. even
a relatively inexpensive modern processor typically executes
hundreds of millions of instructions per second, so repetitionfree execution that covers an entire 1 ms window requires
several megabytes of executable code (to avoid looping or
otherwise repeating any of the instructions). For S YNDROME
spectra, this means that spectral samples that include nonloop activity tend to also include at least some loop activity,
e.g. spectral samples that are categorized as a loop-to-loop
transition are likely to include some activity (and thus spectral
signature) from the exited loop, the spectral signature for the
actual transition, and then some activity (and thus spectral signature) from the entered loop. This is beneficial to S YNDROME
because, even if the non-loop activity has a poorly defined
spectral signature (because strong features in the spectrum
tend to correspond to repetitive activity), the spectral samples
collected for such activity are likely to contain strong and
distinct signatures. For example, the spectral samples for a
transition from loop A to loop B will have spectral features
of both loops, so it can be distinguished from loop-A-only
samples (which have no loop-B features) and loop-B-only
samples (which have no loop-A features).
B. Monitoring Phase
The detection phase consists of running the application on
the device with unknown inputs and without any instrumentation, collecting the EM signal, converting the signal into
spectral samples, extracting the features from these samples,
and finally using a statistical test to decide (at a chosen
confidence level) if the new sample is unlikely to come from
the same statistical distribution as the training-time samples
that are valid at that point in the execution. If there is enough
confidence that the sample is unlikely to come from a valid
execution, the algorithm flags that sample as anomalous.
The nature of the actual distribution of spectral samples
for a given category (e.g. a specific loop in the code) can be
different among different categories, e.g. one loop might have
an almost perfectly Gaussian distribution, another loop have
a more Poisson-like distribution, and a loop-to-loop transition
might have a distribution that is difficult to match to any of
the well-known distribution types. To accommodate this, we
use the two-sample variant of the Kolmogorov-Smirnov (KS) test [19], a well-known non-parametric statistical test. The
non-parametric nature of the test allows us to test how unlikely
it is that two groups of spectral samples were drawn randomly
from the same population, i.e. that they belong to the same
distribution, without making any a priori assumptions about
the nature of that distribution (e.g. Gaussian, Poisson, etc.).
A key parameter in our statistical test is the number of
consecutive detection-time spectral samples that are used in the
test. Let us use nd to denote that number. When nd is small,
the test may fail to achieve enough confidence for reporting
even when the samples come from the execution of malware
(i.e. it is more likely to have a false negative). However,
when nd is increased, detection tends to occur with a higher

latency with respect to when the malware activity begins.
When the activity has just begun, the most recent nd samples
still mostly come from valid activity (with only a few malwareafflicted samples), so the test is less likely to detect the
difference between those and the training-time group (that only
includes valid activity). As more malware-afflicted samples are
recorded, the set of most recent nd samples increasingly differs
from training-time samples, and the larger size of nd provides
more confidence that this difference is statistically significant.
This means that, at the cost of increased detection latency (nd ),
correct detection is more likely. For a given application, nd
can be experimentally found during training by incrementally
increasing it until false positive reaches to zero.
The detection algorithm starts with taking first nd samples
of the monitored signal and testing it against the training-time
samples for the first region and continues to do so (by adding
a new sample and removing the oldest one) until the test does
not pass which means either the malicious activity has begun
or the code has switched to another region (i.e. loop-to-loop
or next loop). The algorithm then tracks the valid flow of the
program to find the next possible valid region. For that, we use
compile-time information about the possible valid sequences
of loops, and at detection time S YNDROME tracks which
node or edge in that graph corresponds to the most recently
observed signal. When there is more than one immediatefuture possibility for a given starting point, we apply the K-S
test to each valid (possible given the sequence) set of trainingtime spectral samples. For example, when the “current” point
is loop A, the valid possibilities might be to begin A-to-B loopto-loop transition, or to begin A-to-C loop-to-loop transition,
or to begin loop B or begin loop C. If all of these valid
possibilities are rejected by the K-S test, i.e., if the actual
detection-time execution is unlikely to correspond to any of
the possible valid behaviors at this point in the execution,
S YNDROME reports execution of malware. Otherwise, nothing
is reported, the new “current” point is selected to be the most
likely of the valid possibilities (those that were not rejected by
the K-S test), and the detection algorithm continues – the next
spectral sample is obtained and the updated detection-time set
of nd samples is tested against the training-time samples that
correspond to valid possibilities for the updated “current” point
in the execution.
IV. T HREAT M ODEL AND ATTACK I MPLEMENTATION
A. Threat Model
In this work, we present a new runtime anomaly detection
mechanism that can externally monitor IoT systems, with
the specific goal of identifying when unknown malware is
executed on that IoT system. There are still relatively few
examples of actual IoT-oriented malware, so our assumptions
place very few restrictions on the attack itself. Specifically:
• We assume that the adversary has prior knowledge of the
system and its software, including the vulnerable points
that can be targeted for control flow hijacking, and may
even have knowledge of a back door (e.g. [20]). The

adversary is thus able to execute a malicious payload
either by modifying the application or by launching a
separate thread/process for the payload. However, we
do not make any further assumptions about the specific
vulnerability or how it is exploited, nor do we require any
prior knowledge of the vulnerability or the exploit-code.
• We assume that the malicious payload is similar in
nature to existing malware payloads (shellcode, DDoS,
Ransomware, etc.), but that the actual payload code, or
its EM signature, or even its nature are not known a priori.
One example of an attack might be to exploit a buffer
overflow vulnerability in the application, without obtaining
root-level privileges [21], to overwrite the return address of
a function or to overwrite a data/code pointer to jump to a
malicious code fragment that is injected into the buffer itself.
Although memory entropy or address space randomization
techniques might prevent such an attack, we assume that the
attacker finds a way to defeat these techniques, e.g. by brute
force (trial-and-error across many devices), or because the
address space randomization was reconfigured (e.g. in Debian
by setting kernel.randomize_va_space = 0).
B. Control-flow Hijack on SyringePump
As mentioned in Section I, SyringePump consists of a
control unit (MCU, with a processor, memory, etc.), a set of
push-button input keys, a serial or Wi-Fi connection, a step
motor for moving the syringe, and an LCD for printing the debugging information. User interacts with SyringePump either
by pressing the keys or by sending commands via serial/WiFi. The syringe control application on the MCU/Processor
executes an infinite loop to check inputs, process them, send
the corresponding commands to the motor (to withdraw or
inject fluid), and update the LCD. To inject/withdraw fluid,
the program calls a function named “bolus”, which takes
the direction (inject/withdraw) as a parameter and uses a
global variable named “mLBolus” to determine the amount
of fluid that should be withdrawn or injected (depending on
the direction parameter). In this paper, we exploit an existing
vulnerability SyringePump’s reading of (command) inputs to
implement a control-flow hijack attack.
In a control-flow hijacking attack, the attack changes the
program counter’s value to redirect control either to injected
code or to the attacker’s chosen target in the existing code.
For example, the attacker may discover a buffer overflow
vulnerability that allows the attacker to modify a return address
that was saved by the program at a stack location just outside
the buffer’s memory range. At a later point in the execution,
the function that has originally saved the return address reads
that return address and directs the program’s control flow
to wherever the return address points. Instead of causing a
return to where the function was called from, the maliciously
modified value of the return address causes control flow to be
diverted to either previously injected malicious payload or any
attacker’s chosen target in the existing code.
In SyringePump, to perform buffer-overflow, we have two
options: first option is overflowing the “serial read buffer”. In

serial communication, a buffer is used to read the input from
the serial link. This buffer can be either implemented as a
ring or fixed-size buffer. If the buffer is implemented as fixed
size (e.g. in two Linux mini-computer we used: Olimex and
TS-7250) then sending a large enough input (i.e. len(input) >
len(buffer)) can overflow the buffer and the return address will
be overwritten by the input. On the other hand, if the buffer is
implemented as ring (i.e. oldest sample is overwritten by the
new sample), then even long input string can not overflow the
buffer (e.g. in Arduino, serial input is implemented as ring)
since the size of the buffer won’t change at all thus not all the
devices have serial-read-buffer vulnerability.
Alternatively, in SyringePump source code, we found that
a function named readSerial has a vulnerability that can be
exploited for buffer-overflow. This function reads the serial
buffer character by character and concatenates the incoming
character to a variable (string) called “serialStr”. Interestingly,
the size of serialStr is not checked within this function and as
long as there is a new character available to be read, size of
serialStr will grow which means a large enough input string
can cause buffer overflow in this function. Exploiting this
vulnerability, we implement the buffer-overflow attack on all
the 4 devices that we used in this paper.
After the buffer-overflow occurs and the return address is
overwritten, the attacker can redirect the flow to the malware
payload. There are multiple options for executing a payload.
If the device has an operating system, the attacker can execute
shellcode (that would be also injected into the stack through
the input string), which in turn would start a shell (e.g.
/bin/sh) and execute any desired commands. In this paper, for
Olimex and TS-board (both use Debian Linux OS), we use
the shellcode to start a shell, and in the shell we call the bolus
function with a random direction. Recall that this causes actual
syringe movement and is likely to cause harm to the patient the syringe pump is typically used when precisely controlled
and small syringe movement is needed at specific intervals,
so even small amounts of unexpected injection or withdrawal
can cause serious damage. For Arduino and Nios-II, where
SyringePump runs on “bare metal”, instead of invoking a
shell and then calling bolus, we jump to an existing malicious
payload that is already injected in the code. This payload then
calls the “bolus” with random direction and random size.
Figure 2(a) shows the spectrogram of a malware-free execution, while Figure 2(b) shows an execution with a shellcodebased exploit, where /bin/sh returns immediately without
executing any actual malicious payload. As can be seen in
Figure 2(b), a shellcode-based intrusion by itself injects about
1.5 ms of signal, which corresponds to six additional spectral
samples in our prototype S YNDROME implementation, and
these spectral samples are visibly (to the human eye) different
from the valid execution of this application. The duration
of the actual loop-to-loop transition shown in Figure 2(a) is
typical for loop-to-loop transitions we have observed – as
pointed out in Section III. Loop-to-loop transitions typically
last less than one 1 ms spectral sample, so the several
additional samples introduced by starting up the shell make
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Fig. 2. EM signal spectrum for a 40 ms portion of application execution that includes a loop-to-loop transition for (a) a malware-free run, (b) a run where
an exploit and execution of shellcode (using /bin/sh) occur in the code between the loops.
TABLE I
S YNDROME PERFORMANCE FOR 4 DIFFERENT DEVICES WHILE
MONITORING SyringePump WITH 25 MALWARE - FREE AND 25 MALWARE
( CONTROL - FLOW HIJACK ) RUNS .
Device
Arduino
Nios-II
TS
Olimex

Fig. 3. The setup for measurements consists of a commercially available small
EM probe (PBS-H) placed 5cm above the system’s processor. A commercial
software-defined radio receiver (USRP b200-mini) is used to record the signal.

the intrusion easy to visually identify by human eye. In this
example, shellcode activation during execution of one of the
loops shown in Figure 2 would also be highly visible – the
spectral samples that correspond to shell activation are visually
very different from spectral samples that correspond to these
application loops. This is very promising – it indicates that a
sufficiently sophisticated S YNDROME implementation should
be able to detect injection of shellcode at most points in the
application – the only major exception to this are points in the
application that happen to produce spectral samples that are
very similar to shell-activation spectral samples.
V. E XPERIMENTAL R ESULTS
A. Experimental Setup and Results
To evaluate the effectiveness of our S YNDROME implementation, we monitor the EM signals from 4 different IoT and
embedded devices. The devices we use are:
(i) Arduino Uno, with an ATMEGA328p microprocessor
clocked at 16MHz.
(ii) IntelAltera DE0-CV FPGA development board, with an
Altera Nios-II embedded softcore [22] (clocked at 50MHz)
implemented on the FPGA.
(iii) TS-7250 Single-Board-Computer, with a Cirrus EP9302
ARM9 CPU clocked at 200MHz, and a Debian Linux OS.

Detection Latency
250µs
250µs
750µs
1.5ms

True Positives
100%
100%
100%
100%

False Positives
0%
0%
0%
0%

(iv) A13-OLinuXino [23], with an ARM Cortex A8 processor
clocked at 1GHz, and a Debian Linux OS.
For measurement, the tip of a small magenitc probe (PBSH) [24] is placed about 5cm above the monitored system’s
processor (or MCU) (see Fig. 3). For all four devices, we
use a commercially available software-defined radio (SDR)
receiver (Ettus Research B200 [25]) to record the signal. A
set of TCL scripts are used to control the monitored system
(start program execution, etc.) and the SDR (to record the
signal), and for each device, we perform 7 malware-free runs
for training, another 25 malware-free runs for monitoring (to
measure the false-positives detection rate), and 25 runs that
each contain a control-flow hijack attack.
Figure 4 shows a spectrogram of the syringe pump application (for Olimex board) in (left) malware-free run, and (right)
when we hijack the control flow and cause the syringe to
dispense fluid ten times, resulting in the 10 horizontal lines
visible in the spectrogram. Note that the attack was repeated
here for illustration purposes. Our evaluation uses only one
attack per run in 25 runs.
Table I shows the results for all the 4 devices that we used.
As seen in the table, S YNDROME detects execution of controlflow hijack on all types of devices with perfect accuracy (100%
true positive rate with no false positives). These accuracy
results compare favorably against prior malware detection
approaches based on anomaly detection (e.g. [12], [26],
[27]), even though S YNDROME operates purely wireless and
at some distance. Table I also reports S YNDROME’s detection
latency, which shows how fast we can detect the malware
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Fig. 4. Spectrogram of Syringe pump application (y-axis shows time in seconds) in malware-free (left) and malware-afflicted (right) runs.

(i.e. the difference between the exact time that the bufferoverflow begins and the time our detection algorithm reports
the malicious activity). Note that on average, the malicious
activity can be detected under 1ms.
B. Handling Interrupts
One of the main challenges we faced during our experiments
was handling the operating system’s interrupts. We found that
IoT devices with an operating system (e.g. Olimex and TS
board) usually have regular and periodic system activity (interrupts) during execution of an application (i.e. SyringePump in
our experiments). The longest-duration among these interrupts
tends to take a few microseconds, and they appear to be
associated with display management/update because disabling
lightdm [28], the display manager, eliminates these interrupts
(but other kinds of interrupts still occur).
To avoid false positive detection on interrupts, a naive
solution is to increase the number of monitoring-time spectral
samples that form the set that is tested (using the K-S test)
against a set of training-time samples. When this number of
samples (nd in Section III) is much larger than the duration
of the interrupt, both the monitoring-time and the trainingtime set are dominated by interrupt-free samples, which makes
them similar and unlikely to produce false-positive detection.
Unfortunately, the attack in SyringePump is brief in duration so
it only affects a few spectral samples, so a large nd causes the
tested set of samples to be dominated by malware-free samples
even when the entire malware execution is included in the set,
which in turn makes detection of malware activity unlikely.
Conversely, small nd improves detection of malware, but then
one set (training-time or monitoring-time) may contain no
interrupts in a specific part of the code, while the other does,
making false positive detection much more likely.
In order to overcome this problem, we found that spectral
features of interrupt activity are similar to each other, allowing
a training-time model to be formed for interrupts. With this
model, we can use small nd but, when the K-S test reports
that the monitoring-time set of samples is different from the
training-time samples for the same code, we additionally test
against training-time samples of interrupt activity, and only
report an anomaly if this second test also reports a difference
between monitoring-time and training-time samples.

VI. R ELATED W ORK
Other than work [13]–[16] which are very closely related
to this paper and discussed in Section II, much work exists
on using EM (e.g. [29]) and other (e.g. [30]) signals as side
channels for extracting sensitive information from a victim
system. Majority of such work has focused on extracting keys
during cryptographic activity, on countermeasures against such
attacks and, more recently, on systematically identifying and
quantifying EM signals that may be useful to attackers [31]. In
addition to analog signals, contention on hardware resources
such as caches (e.g. [32]) that are shared between concurrently
running threads or processes has been used as a side channel
(extract information from a victim thread) and as a covert
channel (a thread secretly conveys sensitive information to
another without using explicit communication mechanisms).
Another related body of work monitors power consumption (another analog signal) during system activity to detect
malware execution on the monitored system. Power Fingerprinting [33] demonstrates that a specific function and its
modified version can be distinguished using LDA/PCA. In all
the cases the power consumption samples are obtained using
the power-measurement capability on the monitored device
itself (which provides limited usable bandwidth if observed
outside the processor chip) while S YNDROME uses the EM
signal that provides high useful bandwidth and requires no
physical connection to the monitored device. More recently,
WattsUpDoc [12] detects malware by monitoring system-wide
power consumption, with a false positive rate of 1.7% and
a true positive rate of about 80% for detection of unknown
malware (S YNDROME achieves 100% true positive rate at
confidence levels that produce no false positives), and with
detection latency that are measured in seconds (vs. a few
milliseconds in S YNDROME). Generally, the advantage of
using EM signals over power consumption is that EM signals
usually have much more bandwidth than power traces, i.e.
EM signals may provide the monitor with more information
per unit time.
VII. C ONCLUSIONS
This paper proposes (S YNDROME), a new framework to
detect malware by externally observing Electro-magnetic (EM)
emanations of a medical IoT device. S YNDROME does not

require any resources or infrastructure on, or any modifications to, the monitored system itself, which makes it especially suitable for monitoring of medical IoT systems, where
hardware resources may be limited, performance and energy
overheads introduced by other monitoring approaches may be
unacceptable, software changes needed to implement traditional anti-malware approaches may trigger time-consuming
verification or regulatory compliance effort. S YNDROME can
identify malicious code injection into a known application
that is running on a medical IoT device in real time and
with a low detection latency. To evaluate the effectiveness of
our method, we implement a control-flow hijack attack on
a real-world medical embedded system. Our evaluation uses
4 different hardware platforms and show that in all of them
S YNDROME can successfully detect every occurrence of the
attack (100% true positive rate) without false positives, with
< 2 ms detection latency.
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