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has been made in recent years, as acknowledged by
the development of general public applications such as
Google Goggles (www.google.com/mobile/goggles) or
Tineye (www.tineye.com), state-of-the-art systems are
limited to very specific retrieval tasks such as nearduplicate detection and fail at providing effective search
and browsing capabilities for general purpose collections,
such as the ones provided on Flickr (www.flickr.com).
Such systems aim at providing relevant images to their
users, but are actually mostly relying on the notion of
image similarity. Indeed, measures of image similarity
are used to retrieve images with respect to an image
query (Jégou et al., 2008), organize search results (Rodden et al., 2001; Liu et al., 2004) and automatically annotate images (Makadia et al., 2008; Kennedy et al., 2009).
However, this is an ill-defined notion. In image retrieval
experiments, similarity is defined according to the image
collection used to evaluate the image descriptors and the
similarity measures. In this context, two definitions coexist:

ABSTRACT

Image retrieval systems are generally based on the notion of image similarity: they compute similarity scores
between the images of the database and a query (image or text), and organize the images according to these
scores. However, this notion is ill-defined, and the collections used to train and evaluate image retrieval systems
are based on similarity judgments that rely on simplistic, non-realistic, assumptions. This paper addresses the
issue of the definition of image similarity, and more precisely the two following questions: do humans assess image similarity in the same way? Is it possible to define
reference similarity judgments that would correspond to
the perception of most users? An experiment is proposed, in which human subjects are assigned two tasks
that fall in principle to the system: rating the similarity
of images and ranking images according to a reference
image. The data provided by the subjects is analyzed
quantitatively to the light of the two aforementioned
questions. Results show that the subjects do not have
collective strategies of similarity assessment, but that a
satisfying consensus can be found individually on the
data samples used in the experiments. Based on this,
methods to define reference similarity scores and rankings are proposed, that can be used on a larger scale to
produce realistic ground truths for the evaluation of image retrieval systems. This study is a first step towards
a general, realistic, definition of the notion of image similarity in the context of image retrieval.

• two images are similar if they are “images of the
same object or scene viewed under different imaging
conditions” (Jégou et al., 2008);
• two images are similar if they depict objects or
scenes from the same category (Fei-Fei et al., 2007;
Müller et al., 2002).
These definitions correspond to two of the three search
behaviors of users observed by Cox et al. (2009), respectively target search and category search1 . However,
other studies show that these categories are actually
broader, as stated by Smeulders et al. (2000) in their
review. Another definition of similarity is the system
similarity, i.e. the similarity as it is defined by the descriptors and similarity measures of the system. This
is the definition on which annotation systems or browsing systems are based. Most datasets used to evaluate
systems, hence the datasets from which similarity is defined, have known issues that make them poorly realistic (Müller et al., 2002; Ponce et al., 2006). As a consequence, the notion of similarity as it is usually considered
in the literature is defined artificially, out of the actual
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INTRODUCTION

Images are known to be a major challenge for information retrieval systems. Although tremendous progress
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The third task is “search by association”, i.e. image
browsing.
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4. Second experiment: image ranking. The investigator explains to the subject the task to perform,
then the task itself begins.
5. Following the two experiments, subjects are invited
to fill in a post-study questionnaire including their
demographic information (age, education, gender),
expertise with image-related topics (photography,
design, use of image search engines. . . ), and feedback about the experiments (difficulty on a 7-point
scale and qualitative comments).
Complete experimental sessions last from 1 hours 30
minutes to 2 hours and were recorded (audio, video, and
activity on the computer screen). All participants performed the two experimental tasks in the same order.

context of use of image retrieval systems. Authors like
Cox et al. (2009) and Jaimes et al. (2000) suggested that
more advanced models of image similarity validated on
empirical data would benefit image retrieval systems.
A few authors have performed measurements of human assessments of image similarity (Cox et al., 2009;
Frese et al., 1997; Rogowitz et al., 1998; Scassellati et al.,
1994; Neumann and Gegenfurtner, 2006; Squire and Pun,
1997). However, they did not provide any extensive analysis of such measurements. Instead, they used this data
to try to make automatic systems learn the notion of
image similarity (Cox et al., 2009; Frese et al., 1997; Rogowitz et al., 1998; Scassellati et al., 1994), or compare
human assessments of image similarity to those of machines. To our knowledge, only Squire and Pun (1997)
actually analyzed the consistency of human judgments
of image similarity, but only in the context of image categorization, which is not one of the core tasks of image
retrieval systems.
This paper proposes a study of the consistency of
image similarity as assessed by human subjects, in the
context of the two core tasks of image retrieval systems:
pairwise image comparison and image ranking. More
specifically, two questions are addressed:
• Are the assessments of image similarity consistent
from one person to another?
• How can stereotypical judgments of similarity can
be identified, that would correspond to the perception of a majority of users?
These two questions are essential to the development of
image retrieval systems. The former questions the viability of image retrieval systems: if there is no agreement
between human subjects on the notion of image similarity, developing systems that reproduce human perception
of similarity becomes an illusory project. The latter is
the key of real-world evaluation of retrieval systems: it is
necessary to identify similarity judgments that fit most
users to develop effective evaluation data for the testing of the systems. This paper presents an experimental study where human subjects have been assigned two
tasks that are usually carried out by the computer: rating the pairwise similarity of images and ranking images
according to their similarity to a reference image. The
ratings and rankings provided by the users are analyzed
from a quantitative perspective to answer the two aforementioned questions. Finally, the results of this analysis
are discussed from different perspectives.

Comparison Task

In this task, subjects are successively presented pairs of
images and asked to assess their similarity. Figure 1
shows a screen shot of the interface developed for this
task. For each pair, subjects are asked to rate the degree of similarity between the two images between 0
(completely different images) and 10 (completely identical images), and explain the reasons that justify their
rating (think aloud protocol). Once they completed the
task for the current pair of images, a new pair of images
is presented, and the same task is repeated until all the
available data has been submitted to the subject.
Forty pairs of images were presented to the subjects.
All subjects were presented the same pairs of images. To
avoid any presentation bias, the pairs were displayed in
a random order, and the images within each pair were
randomly displayed on the right or left side of the interface.

Figure 1: Screen shot of the interface used for the comparison task.

METHODOLOGY
Experimental Setting

Ranking Task

Subjects were assigned two tasks: comparing images and
ranking images. Each overall experimental session comprised the following step.
1. Signature of an informed consent form.
2. First experiment: image comparison. The investigator explains to the subject the task to perform,
then the task itself begins.
3. Subjects have a choice to have a 5 to 15 minutes
break.

In this task, subjects are asked to rank images according
to their similarity to a reference image. Figure 2 shows a
screen shot of the interface developed for this task. The
reference image is displayed on top of the screen, and
the five images to rank are displayed below it. Subjects
can rank the images by moving (drag-and-drop procedure) them on the target with the corresponding rank
value. Subjects were asked to explain the reasons for
the specific rankings as they provided them (think-aloud
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protocol). They were allowed not to rank an image that
they considered not related at all to the reference image, therefore providing potentially incomplete rankings.
Once the task was completed for the current set of images, a new series of images is presented, and the task
repeated until all the available data was submitted to
the subject.
Thirty series of images were presented to the subjects. The subjects were presented the same series of
images. To avoid any presentation bias, the series of images were presented to the subjects in a random order,
and the images to be ranked were displayed in a random
order on the screen.

images. Moreover, this protocol places the user in a real
world situation where he/she would be presented results
to a given query, either obtained from a text query or
from an image query that would be indexed using keywords.
Subjects

Thirty-five subjects participated in the study. Subjects
were recruited in the general population through flyers,
emails, posters and snowball sampling. Subjects were
offered a $30 dollar compensation for their participation.
They were required to be 18 years old or older, to be
native English speakers (to avoid any language bias in
the think aloud protocol), to be familiar with computer
use (weekly use at least) and to have a normal vision
(e.g. no color blindness, the use of glasses or contacts
was permitted). The compliance to the requirements of
the study was self-reported by the subjects.
The subject population is varied in genders (11
males, 24 females), levels of education (from high school
to Masters degree), ages (from 18-21 to more than 65)
and professional activity (with a majority of students).
The requirement to be native English speakers limited
in practice the access to the study to US citizens, which
ensured a relative cultural homogeneity of the subject
sample.
Data Gathered in the Experiments

Figure 2: Screen shot of the interface used for the ranking
task.

Three types of data were gathered in these experiments:
• the pairwise similarity scores of the images obtained
during the comparison task;
• the images rankings obtained during the second experiment;
• the recordings of the comments provided by the
subjects about their choices during each task.
In the results sections, a quantitative analysis of the similarity scores and of the rankings is presented.

Data Used for the Experiments

The images used for the experiments come from two reference collections widely used for the evaluation of image retrieval and annotation systems: MIRFlickr and
LabelMe. MIRFlickr (Huiskes and Lew, 2008) contains
10,200 images from Flickr, selected among the most popular categories of the website. These images come with
tags assigned by Flickr users. LabelMe (Russel et al.,
2008) contains over 60,000 images from private collections that have been manually annotated by volunteers
through a web-based application. These datasets were
chosen because they provide samples of images that correspond to real-world material that can be found on the
web or personal image collection. Such images correspond to the typical data that image retrieval systems
are expected to handle.
The specific sets of images used for the experiments
were selected based on the tags or annotations provided
with the images. For the comparison experiment, pairs
of images that share at least one tag were automatically
generated, and the final forty pairs were selected among
these. For the ranking experiment, the images within
each series were chosen so that they would share at least
one tag with the reference image. Examples of images for
each experiments are displayed in Figure 3. Images were
selected based on their common tags to avoid generating
completely unrelated pairs or series of images. It ensures a sufficient topical consistency between the images
to gather information about the various degrees of similarity that may exist between two more or less related

RESULTS
Comparison Scores
Inter-subject Agreement

Figure 4(a) presents the results of a hierarchical clustering of the subjects based on the similarity scores that
they reported during the experiments. The clustering is
performed using the Euclidean distance between subjects
and the Ward aggregation link. Several groups of subjects emerge during this process: two major groups, respectively located on the right and the left of the dendogram, separated by a large distance, and some subgroups
within each of them. This suggest the existence of several strategies in the rating of the similarity of images.
Each group correspond in fact to subjects with consistent average scores. Indeed, the subjects in the group on
the left mostly provided similarity scores with a rather
high average (6.34) whereas those in the group on the
right provided scores with a lower average (4.1).The subgroups correspond to even more specific behaviors. For
instance, the subgroup (18, 25, 35) has an average score
of 7.1 (highest scores), and the subgroup (26, 31, 32) an
average of 2.64 (lowest scores). This result shows that
3

(a)

(b)
Figure 3: Samples of images used (a) for the comparison task (b) for the ranking task (reference image on the left).

the subjects use different rating scales centered on different average values and covering different score ranges
(revealed by the standard deviations of the scores, not
reported here). The major reason for the existence of
these scales is the order in which the image pairs are
presented to the subjects. They use the first pairs as
references on which they base their subsequent similarity judgments, as reported by some subjects themselves
during the experiment (e.g. “I think since this is the first
image, and I’m not exactly too sure how similar or how
dissimilar images will be, I’m gonna give this a 5”). The
score of the first pair sets the reference and changes the
average of the scores accordingly. The range of the scores
changes due to two factors: some subjects tend not to
use the whole scale available, and depending on the reference point chosen by the subject only a portion of the
scoring scale might be available for further scorings (for
instance, a subject that assigns a score of 7 to the first
pair has to rate the other pairs perceived as more similar
between 7 and 10).
An analysis of the scores for each image pair shows
another interesting trend. Figure 5 displays each pair
of images with respect to its average score (x-axis) and
the standard deviation of its scores. The points form a
bell-shaped curve. This shows that, whereas the agreement is low (high standard deviation) for the pairs with
medium similarity scores, it gets higher for image pairs
with very high or (to some extent) very low similarity
scores. Therefore, despite their subjective rating scales,
the subjects tend naturally to agree on similarity ratings
when the images are very similar or very dissimilar.

scores that could be used, for instance, to evaluate image
retrieval systems (apart from the specific cases of very
similar or dissimilar images). However, the subjectivity
of the rating scales can be reduced by an appropriate
normalization of the scores, as follows:
NSsp =

Ssp − µ(Ss )
σ(Ss )

(1)

where Ssp and NSsp are respectively the score and normalized score assigned by subject s to image pair p, µ(Ss )
is the average score assigned to all pairs by subject s and
σ(Ss ) is the standard deviation of the scores assigned by
subject s. Such a subject-dependent normalization does
not modify the overall distribution of the scores assigned
by a specific user. This distribution is only centered on
the average score and scaled according to the range of
scores used by the subject. This limits the effects of the
subjective scale mentioned in the previous section. However, it has an interesting effect on the distributions of
the scores of the image pairs. Figure 6 illustrates this effect. The initial scores are mostly uniformly distributed,
which meaning that it is not possible to define a consistent reference score for this pair. The normalized scores
are distributed following a normal distribution. This effect can be verified by checking the goodness-of-fit of the
distributions to a Gaussian distribution. This is done using the Shapiro-Wilk test. The p-values of the test for
initial scores (x-axis) and normalized scores (y-axis) are
plotted in Figure 7. The pairs in the upper-left part of
the plot have a better fit when normalized as compared
to the initial scores.
Since the scores follow a Gaussian distribution, it is
reasonable to consider the average value of this distribution as a reference score for the current image pair.

Defining Reference Scores

The fact that subjects base their judgments on different scales prevents one from defining reference similarity
4

Figure 5: Standard deviation of the scores assigned to the
pairs by the subjects with respect to their average value.

(a)

→

Figure 6: Histograms of the scores assigned by all users
to a specific pair, before and after normalization of the
scores.

(b)
Figure 4: Hierarchical clustering of the subjects based on
(a) the initial scores assigned to the image pairs (b) the
normalized scores.

By definition of the Gaussian distribution, 66% of the
scores of the users will fall within one standard deviation of the average, ensuring an acceptable consistency
of the reference score if the standard deviation is sufficiently low. Figure 8 shows, for each pair, the average
values and standard deviations of the normalized scores.
The scores have been scaled by a 5 /3 factor to fall in a
[-5;5] range of the same amplitude as the one ([0;10]) of
the original scores2 . The standard deviations generally
have a value around 1 (and at most 1.5), meaning that
the scores generally fall in majority in a score range of 2
(and at most 3) on a 11-point scale. It seems therefore
reasonable to consider the average normalized score as
an acceptable reference score, sufficiently consistent over
a majority of subjects.

Figure 7: Comparison of the goodness-of-fit of the distributions of the image pair scores to a Gaussian before and
after normalization.

Finally, it should be noted that after the normalization of the scores, i.e. the subjectives scales of the
users have been suppressed, no general rating strategies
emerge. The dendogram of Figure 4(b) illustrates this:
no specific group of users can be identified, and the distances between the subjects are relatively important (although absolute distances are smaller than in Figure 4(a)
due to the diminution of the standard deviations).

2
The scaling factor is based on the fact that, in a Gaussian distribution, 99% of the values fall within 3 standard deviations of the average, i.e. 99% of the values
are should fall in the final [-5;5] scale (which has been
verified in practice).
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ranked lists are not correlated (i.e. the ranks are not
correlated or the lists do not ave common elements).
The base correlation measure used in this paper is
Kendall’s tau, defined as follows:
X
τ (r1 , r2 ) =
sign(ri1 − rj1 ). sign(ri2 − rj2 )
(3)
i<j

Kendall’s tau is chosen for two reasons. First, it interpretation is intuitive: it measures the number of concordant
pairwise rankings minus the number of discordant pairwise rankings. It makes it easier to estimate the reasons
for a specific correlation score. Second, it is more reliable
on small samples, which is the case here (the ranked lists
contain at most five elements). Its major disadvantage
over other correlations measures, especially Spearman’s
rho, is that is provides more moderate values of correlation. For instance, in our case, starting from to identical
ranked lists (τ (r1 , r2 ) = 1) containing 5 images, a single
swap between to successively ranked images in r1 or r2
would result in a 0.80 final correlation. This fact must
be taken into account when interpreting the results.
The overlap measure is defined as:

Figure 8: Average normalized score for each image pair.
Error bars show the standard deviations. The scores are
scaled by a 5 /3 factor to fit in a similar range as the initial
scores.
Image Ranking
Ranking Correlations

Several measures of correlation between rankings exist,
for instance Kendall’s tau and Spearman’s rho (Krsukal,
1958). These correlation measures are defined for ranked
lists containing exactly the same elements. In the image ranking task presented here, subjects are free not to
rank images that they consider completely unrelated to
the reference image. This results in rankings that can
contain different elements and be of different lengths,
making the use of traditional correlation measures impossible. Some variants of correlation measures make it
possible to measure the correlation between top-k rankings (Fagin et al., 2003) (only the first k elements of
the rankings are considered) or rankings with incomplete
data (Alvo and Cabilio, 1995). However, none of these
variants fits our problem as they would consider the information about non-ranked images as unknown information, whereas this information has a strong meaning:
subjects deliberately remove these images as they consider them irrelevant. To deal with this issue, a specific
correlation measure is proposed, that integrate both the
rank correlation and the agreement about the relevance
judgments of images. This generalized correlation measure GCor has the following general form:
GCor(r1 , r2 ) = Corr1 ∩r2 (r1 , r2 ). Ag(r1 , r2 )

Ag(r1 , r2 ) =

(
with

δ(ri1 , ri2 )

=

N
1 X
δ(ri1 , ri2 )
N i

(4)

1 if the relevance judgments are
the same for image i
0 otherwise

Here again, this measure is chosen for its simplicity of interpretation. It basically provides a 0.2 penalty for each
image for which the two subjects to compare provide
different relevance judgments.
Inter-subject Agreement

Two factors play a role in the agreement of the subjects: the overall correlation between the subjects’ rankings (as computed using GCor) and the relevance agreement. These two factors are successively studied in this
section.
Figure 9(a) presents the dendogram of a hierarchical clustering of the subjects based on the average overlap of their sets of ranked images over all image series.
The aggregation method used in the average link. Two
facts are remarkable. First, 16 subjects have a complete
agreement in their choice of relevant images. Second,
the overall overlap is very high, with 27 subjects with
an average overlap of 0.95 or more, and 32 with an average overlap of 0.85 or more. A few outliers can be
identified (subjects 26 and 31 especially). This can be
explained by looking at the total number of images considered as non relevant by each subject (Figure 10): the
distance of a subject to the others is directly correlated
with the total number of images that the subject considered as non-relevant in the collection (subject 26 rejected the highest number of images, then subjects 31,
33, 10, 3, etc.). All subjects with a perfect overlap did
not consider any image as non relevant, and no two subjects who chose to reject some images reach a perfect

(2)

where r1 and r2 are the rankings to compare,
Corr1 ∩r2 (r1 , r2 ) is any existing measure of rank correlation computed only on the elements in r1 ∩ r2 and
Ag(r1 , r2 ) is a measure of overlap of the elements of r1
and r2 . If the overlap measure is symmetric and has values in [0; 1], with value 0 if r1 ∩ r2 = ∅ and 1 if r1 = r2 ,
then the generalized correlation has the same properties
as usual correlation measures: it is symmetric; its value
range is [−1; 1]; GCor(r1 , r2 ) = 1 if the ranked lists are
the same (i.e. the ranks are the same and the ranked
elements are the same); GCor(r1 , r2 ) = −1 if the ranked
lists are opposed (i.e. the ranks are inversed and the
ranked elements are the same); GCor(r1 , r2 ) = −1 if the
6

overlap of their judgments. This disagreement on judgments of relevance has two possible causes: the subjects
rejected different images within the same image series
and/or they rejected images from different image series.
To know which of these reasons is predominant, one can
look at the number of times each image has been judged
irrelevant. Figure 11 presents this statistics. Clearly,
the rejected images are not always the same, although
for some image series (e.g. series 23 and 30) one specific
image may be rejected more significantly than the others. It suggests that the subjects tend to reject different
images. A finer analysis confirms this hypothesis: among
the 89 images that have been rejected at least once, only
22 have been rejected by all the users who rejected one or
more images within the same series. However, the major conclusion here remains that the relevance judgments
are mostly consistent, as initially shown in Figure 9(a),
with only 221 (4.2%) rejected images out of the 5250
relevance judgments produced by the subjects over the
whole experiment.
Figure 9(b) shows the results of a hierarchical clustering of the subjects based on their average pairwise
generalized correlations over all image series. It shows
that, overall, there are positive correlations between the
subjects’ rankings, with a majority of subjects clustered at correlation values above 0.50. Remembering
that Kendall’s tau provides moderate correlation values,
this shows a significant agreement between the subjects.
Typically, this corresponds roughly to an average of 7 or
more concordant rankings of pairs of images within a series, out of 10 (let apart the potential disagreements on
relevant images that lower the overall correlation score).
Another view of the pairwise ranking correlations between subjects is given in Figure 12: it shows the proportion of different ranges of correlations obtained from
individual pairs of rankings provided by the subjects on
the different image series. Clearly, the correlation is positive in the vast majority of cases, and cases of contradictory rankings (negative values) are marginal (about
9.1% of the values). Figure 13 shows the average correlation over subjects for each series of images, together
with its standard deviation. This highlights two interesting facts. First, the correlation can vary significantly
from one image to another, with values ranging from 0.2
to 0.6 and a very high correlation of 0.83 for series 19.
A detailed inspection of the different components of the
generalized correlation shows that the low correlations
are not due to low overlaps between relevant images: 4
of the 6 series below 0.30 have an average overlap above
0.95 (the average overlap). Most of them also have a
number of rejected images below the average. Second,
the standard deviations of the generalized correlation are
low, all within a range of [0.02;0.03]. This shows that
subjects have consistent agreements or disagreements on
all image series, as opposed to cases where the correlation would be an average of extremely high and extremely low values. These two results suggest that some
images are more difficult to rank consistently than others, even though they are considered as relevant. This
must be due to specific visual or semantic properties of

(a)

(b)
Figure 9: Hierarchical clustering of the subjects based on
(a) the average overlap between relevant images (b) the
average generalized correlation. Y-axis shows (1 - measure) for each of the measures used.

the specific images within this series, whose common features and differences make it difficult to make sharp decisions about their similarity to the reference image. A
qualitative analysis of the transcripts of the experiments
would be necessary here to determine exactly which kind
of image features are the cause of these ambiguities in
the rankings. Finally, it should be noted that, despite
the overall positive correlation between the rankings of
the images, the hierarchical clustering (Figure 9(b)) does
not reveal specific clusters of subjects of significant size.
They rather tend to be aggregated one after the other
at different levels of the dendogram. This suggests that
there is no generic profiles of users, that would have corresponded to specific clusters with very high correlations.
As for the overlap between relevance judgments, it shows
that one given subject would tend to agree on the rankings of some image series with one specific subject, on
the rankings of some other series with another subject,
etc.
7

Figure 10: Number of irrelevant images identified by each
subject.

Figure 12: Proportion of different ranges of correlation
scores calculated on pairs of rankings obtained by two
different subjects on all image series.

Figure 11: Number of rejections (image not ranked), for
each image within each image series.

Figure 13: Average pairwise subject generalized correlation for each image series.

Defining Reference Rankings

Once it is established that subjects provide rankings with
acceptable correlation degrees, the second question to
answer is to know how to define representative reference rankings that would be acceptable for a majority
of users. Such rankings can serve as a reference for the
development and evaluation of effective, user-oriented,
image retrieval systems. One approach to do that is to
assign to each image within a series the rank that it has
been assigned by the highest number of subjects. In
other words, for each rank, each subject votes for an image, and the image with the highest number of votes is
assigned to this rank. This approach is valid if this number of votes is high enough, and if there is no ambiguity
with other images, i.e. no other images have been received a similar number of votes for this rank. Figure 14
shows the average and standard deviation of the number of votes received for each rank by the elected image,
and the average and standard deviation of the difference
in vote number with the second most represented image. There is a significant trend: the average number
of votes decreases as the rank increases, except for the
last image. Accordingly, the difference with the second
image that has the most votes follows the same trend.
On average, the images to be assigned to the first and

last rank will fit the majority of users (respectively, 26
and 19 votes out of 35, and on average 20 and 12 more
votes than the following images), whereas the choice of
the images ranked third and fourth are more ambiguous,
with less than 50% of votes on average. This result shows
that subjects agree less on the intermediate ranks than
the extreme ones. This is confirmed by some behaviors
observed during the experiments: subjects showed less
hesitation when ranking the first and last images, and,
although most subjects would proceed in order, either
from the first image or the last one, some would start by
choosing the first and last images before finally assigning
the other images to intermediate ranks. One explanation
to this behavior may be the richness of the content of
images. Indeed, many different elements, physical or semantic, compose an image, as shown for instance by the
image description experiments reported by Hollink et al.
(2004). The multiplicity of common and different elements at intermediate ranks make it difficult to prioritize
them to make a ranking decision. By opposition, the first
(resp. last) image to rank usually presents sufficiently
salient or numerous common points (resp. differences)
to the reference image to be ranked without ambiguity.
Finally, it should be noted that the standard deviations
8

rating scales, tend to agree more on images with very
high or very low scores (Figure 5), as well as in the rankings experiments, where they agree more clearly on the
images at ranks 1 and 5 than the others (Figure 14). As
already mentioned, the question is open to know which
specific properties of the images make that the choice
is more difficult to make for moderately similar images
than for very similar or different images.

are high, suggesting important variations from one image
series to another. An individual analysis of the votes for
each series (not reported here due to limited space) shows
that a dominant, non-ambiguous, ranking can be clearly
identified for image series with higher inter-subject correlations, whereas series with lower correlations present
more ambiguities, sometimes even at ranks 1 and 5. Here
again, a qualitative analysis of the transcripts would explain why some images allow sharp decisions while some
other produce ambiguous results, and which image features are involved in this process. Such an analysis is
out of the scope of the current paper.

Comparison with Image Categorization Experiments

Squire and Pun (1997) propose an analysis of human
judgments on image categorization and compare them
to computer-based image categories. To our knowledge,
this is the only quantitative analysis of human judgments
besides the present work. This work proposes two major conclusions. First, they claim that there is no consistency between human judgments of similarity in the
general public. This observation is at least partially opposed to our results. One explanation for these results
is the nature of the tasks considered. Squire and Pun
(1997) consider a task of image categorization, where
subjects are asked to organize some images into a number of categories that they set themselves. As shown in
our experiments, similarity judgments are less consistent
when images are moderately similar and when it is computed over different sets of images. These two findings
explain the lack of consistency in a categorization task.
On the one side, the limits of the categories are difficult
to define as the range of degrees of similarity between
images may be large within a category. On the other
side, groups of subjects may agree on some categories
and disagree on the others, which reduces the agreement
between subjects on the overall experiment. The second
claim of Squire and Pun (1997) is that subjects can be
trained to assess image similarity, as they observed that
experts in computer vision would agree more on the image categories to form than subjects from the general
public. This conclusion is questionable in two ways. The
fact that the expert subjects are computer vision professionals may cause a bias given the usual preconceptions
about this notion that exist in the field, as stated in the
introduction. Moreover, stating that users should learn
what similar images are is a way to inverse the problem of automatic image retrieval, considering that users
should adapt to the behavior of the system rather than
making the system fit the expectation of the users.

Figure 14: Average frequency of assignment of the dominant image for each rank, and average difference with the
frequency of the next dominant image at this rank.
DISCUSSION
About Subjects’ Behavior

The results obtained in this study bring light on some
specific behaviors of the users, that are met both in the
comparison task and the ranking task. One first remarkable result in the absence of any global or local strategies
in both similarity rating and ranking. Besides from the
initial similarity scores offered3 , which let appear categories of users depending on their subjective scale of rating, no specific categories can be clearly isolated when it
comes to normalized scores or image rankings. Hierarchical clusterings applied to each image pair or series (not
reported here) suggest that such strategies can appear
locally. This shows that subjects that may share similar
views on a specific set of images may as well have dissimilar views on other sets of images. Nevertheless, such
local strategies may be sufficient to identify, for each set
of image, reference ratings or rankings. As mentioned
before, the actual image features or properties responsible for these behaviors should be studied through an
extensive analysis of the transcripts of the experiments.
Another specific behavior is the higher agreement between subjects when images are either very similar or
very dissimilar. This is observed in the comparison experiments, where the subjects, despite their subjective

CONCLUSION

In this paper, a quantitative study of the notion of image
similarity is proposed. This notion is central to the development and evaluation of automatic image retrieval
systems, although it is generally based on simplistic and
artificial assumptions. An experiment involving human
subjects was performed, during which the subjects were
asked to rate the similarity of pairs of images and rank
images with respect to their similarity to a reference image. These two tasks correspond to the core task operated by image retrieval systems. The quantitative analysis of the ratings and rankings gathered during the experiments brought light on some specific behaviors of the
subjects towards image similarity assessments. A rela-

3

These initial scores are at least partially biased by the
order in which the images are presented, as explicitly
acknowledged by some of the subjects during the experiments.
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Kennedy, L., Slaney, M., and Weinberger, K. (2009). Reliable tags using image similarity: mining specificity
and expertise from large-scale multimedia databases.
In Proceedings of the 1st workshop on Web-scale multimedia corpus (WSMC), pages 17–24, Beijing, China.
Krsukal, W. H. (1958). Ordinal measures of association. Journal of the American Statistical Association,
23(284):814–861.
Liu, H., Xie, X., Tang, X., Li, Z.-W., and Ma, W.-Y.
(2004). Effective browsing of web image search results.
In Proceedings of the ACM International Workshop on
Multimedia Information Retrieval (MIR), pages 84–
90, New York, NY, USA.
Makadia, A., Pavlovic, V., and Kumar, S. (2008). A new
baseline for image annotation. In Proceedings of the
European Conference on Computer Vision (ECCV),
pages 316–329, Marseille, France.
Müller, H., Marchand-Maillet, S., and Pun, T. (2002).
The truth about corel-evaluation in image retrieval.
In Proceedings of the Conference on Image and Video
Retrieval (CIVR), pages 38–49, London, UK.
Neumann, D. and Gegenfurtner, K. R. (2006). Image
retrieval and perceptual similarity. ACM Transactions
on applied perception, 3(1):31–47.
Ponce, J., Berg, T., Everingham, M., Forsyth, D., M.,
H., Lazebnik, S., Marszalek, M., Schmid, C., Russell,
B., Torralba, A., Williams, C., Zhang, J., and Zisserman, A. (2006). Dataset Issues in Object Recognition,
pages 29–48. Springer-Verlag.
Rodden, K., Basalaj, W., Sinclair, D., and Wood, K.
(2001). Does organisation by similarity assist image
browsing? In Proceedings of the ACM SIGCHI conference, Seattle, WA, United States.
Rogowitz, B. E., Frese, T., Smith, J. R., Bouman, C. A.,
and Kalin, E. (1998). Perceptual image similarity experiments. In Proceedings of the SPIE, Human Vision and electronic Imaging III, San Jose, CA, United
States.
Russel, B. C., Torralba, A., Murphy, K. P., and Freeman,
W. T. (2008). Labelme: a database and web-based
annotation tool for image annotation. International
Journal of Computer Vision (IJCV), 77(1-3):157–173.
Scassellati, B., Alexopoulos, S., and Flickner, M. (1994).
Retrieving images by 2d shape: a comparison of computation methods with human perceptual judgments.
In Proceedings if SPIE, Storage and Retrieval for Image and Video Databases, pages 2–14, San Jose, CA,
United States.
Smeulders, A., Worring, M., Santini, S., A., G., and R.,
J. (2000). Content-based retrieval at the end of the
early years. IEEE Transactions on Pattern Analysis
and Machine Intelligence (PAMI), 22(12):1349–1380.
Squire, D. M. and Pun, T. (1997). A comparison of
human and machine assessments of image similarity
for the organization of image databases. In Proceedings of the Scandinavian conference on image analysis,
Lappeenranta, Finland.

tive consistency between the judgments of the subjects
could be highlighted, although this consistency may vary
depending on the images with which they are dealing.
Finally, strategies to define reference ratings and rankings were proposed, that could be applied at a larger
scale to define real-world evaluation data for image retrieval systems.
Future work includes a qualitative and quantitative
analysis of the transcripts gathered during the experiments. The analysis of the think aloud protocols should
bring light on some of the findings of these study, and
explain them with respect to the specificities of the images used during the experiment, and the specific view
of each user on these images.
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