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1. Introduction
“Social radar” is a metaphor: in other words, a model. A model projects something known about a
“source” onto something less well known—a target. We see the moon (the target) differently when
we hear the metaphor: “The moon is a ghostly galleon.” In effect, the poet asks the reader to use
“ghostly galleon” as a model for the moon. How we visualize the moon when we use that model
results from our individual expectations, emotions, and images associated with the idea of a
“ghostly galleon.” Under the influence of the metaphor, i.e., when employing “ghostly galleon” as a
model for the moon, we see the moon not as an astronomical object but as a spooky vision,
floating silently, mysteriously, perhaps ominously, through the clouded darkness. 2 Taking “social
radar” seriously as a metaphor, and therefore as a model, can illuminate many aspects of this
vision for forecasting.

2. Objective
Radar detects and tracks objects in the sky by sending signals that bounce back in decipherable
patterns to reveal the position, size, direction, and velocity of air- or spaceborne objects. Sonar
signals reflected from the rocks, canyons, and other formations on the ocean bottom depict an
entire landscape of shapes, with fish or ships discernible by their shape and especially their
movement. Actively and systematically interrogating the social environment for “bounce-back”
signals about occurrences represents a simple analogy with straightforward implications.
Because the laws of physics are fairly well understood, projecting the path of objects whose
signature has been detected via radar or sonar is rather straight-forward, at least when it comes to
assessing probable immediate trajectories. But the dynamics of the social realm are much more
complex than those normally faced by radar engineers. Moreover our theories of “social physics”
are much weaker. To some extent, extrapolation of present trends is possible and useful, enabling
an uncomplicated analogy between tracking and extrapolating the path of a moving object and
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tracking and extrapolating patterns of human sentiment or behavior (Maybury, 2010). But
forecasting probabilities for most kinds of political, social, cultural, and economic events of interest
for policy makers and analysts requires much more than extrapolation. Thinking deeply about
“social radar” as a metaphor and therefore as a model can help us appreciate the challenge of
forecasting in the human social, cultural, and behavioral sphere, and guide us toward appropriate
strategies for addressing that challenge. The main problem is that the future, by definition, does
not exist, so signals, or questions addressed to it cannot be reflected back, or answered. There is
simply nothing “there” to reflect our signals or to form the basis of an answer to our queries.
To make sense of “social radar” as a model for investigating the future, i.e., for forecasting, we
must do three things: (1) produce a surrogate for the future that can serve as the “target”, (2)
develop techniques for interrogating that target—signals we direct toward it in the form of queries
that return analyzable patterns of information, and (3) design and implement visualizations to
transform, filter, and present data in accessible and interactive forms.

3. Approach
One way to produce a target of something that does not exist—such as the future—is to virtualize
it. The well-known and well-established technique of scenario analysis rests on this understanding.
Instead of loosely pondering the vast number of discrete events that could occur, an analyst or
group of analysts devises a small set of stories about how the present might evolve toward the
future with respect to a particular issue area or a particular outcome by following an imagined
“punctuation” of prevailing trends. This technique creates surrogate futures as objects of analysis.
These scenarios are “virtual” in that they exist, or at least are translated from, images in the minds
of their producers. Such translation involves an arduous process.
The future has at least as many dimensions as the present. “Transition rules” (i.e., the laws of social
behavior at all levels of analysis) are unknown, or at least only partially understood. Hence, every
story about what the future may hold must include large doses of arbitrary, even idiosyncratic,
decisions about what dimensions and variables will dominate, in what combinations, in what
sequence, and with what consequences. This reality turns scenario production into more of an art
than a science, posing difficult challenges for traditional techniques of scenario production for the
shaping of the surrogate future to be interrogated. In particular, four factors play crucial, nonscientifically justified roles in typical processes of scenario production: (1) employment of seductive
but highly arbitrary “black swan” details, (2) a vast array of human heuristics or “psychologics” that
tend to trump scientifically based inferences, (3) standard procedures for the entertainment of
three options (two extremes and a “mixed” or “intermediate” version), and (4) political biases or
political influences on the analytic process.
If we cannot rely on our imagination to produce scenarios as a suitable surrogate for the future,
toward what are we to point our “social radar” for forecasting purposes? After all, to make sensible
the metaphor/model of “social radar” directed at the future, we must direct our questions (the
outgoing radar signals) toward a target. The real target is the future, but the future, by definition,
does not (yet) exist. Accordingly, we need a surrogate for the future as a target for our “social
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radar” signals. Our forecasts can be no better than the surrogate we use for the way the future
could emerge. As noted, a short list of BOGSAT (“Bunch of Guys Sitting Around Talking”)-generated
scenarios is clearly inadequate. The target toward which forecast-oriented “social radar” directs its
queries must instead be produced in a logically consistent, theoretically coherent, and empirically
supportable manner. Instead of bouncing our “signals” off a small number of idiosyncratic and
perhaps wholly impossible scenarios, we must imagine the future as a high-dimensional space of
possibilities. The bounce-back we receive from this space in response to our queries will then
enable a mapping not of the actual future, but of the shapes and contours of that space of
possibilities.
Let us take a closer look at the distinction between the “actual” future and the space of possible
futures. From any time labeled the “present,” we can only imagine or visualize the “future”
correctly as a large set of multidimensional trajectories. These trajectories trace through an
enormous, but not boundless or totally disorganized, “state space” of the possible worlds that
could evolve from the world that we experience as the present. In other words, looking forward
from the present, we can imagine many ways, along many dimensions, some important and some
not, in which the actual set of events of our world can vary.
Most traditional approaches to forecasting seek to anticipate an “actual” future or its probability,
at least along some specific dimension. Implicit in the view that we could predict the trajectory of
the actual future in some detail is either a faith-based belief in prophecy or an utterly mistaken
assessment of the power, coherence, and comprehensiveness of available social theory. To make
matters worse, a salient but, in any particular case, unanticipatable fraction of the explanation of
what actually happens will emanate from causes located below the analytic horizon of any of our
theories.
With these considerations in mind, we must instead understand the process of forecasting political
events of interest (EOIs) in a particular setting as an exercise in tracing the contours of the space of
possible futures, along relevant dimensions, rather than searching for the one actual trajectory that
our world will follow through that space. “Point predictions” are fool’s gold. For complex social
problems systematic analysis cannot produce them and attempts to do so encourage a
fundamentally misleading construction of the problem. What we can achieve are informed
judgments about probabilities and associations within distributions of outcomes. Figure 1
highlights the irrationality of seeking to predict the actual future by locating that future as a nearly
imperceptible dot in a schematic depiction of intersecting spaces of the conceivable, the possible,
the plausible, and the probable.
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Figure 1. Categories of worlds. The dot indicates the actual future, with all possible outcomes
depicted.

The diagram merits some consideration. It depicts all possible outcomes as a subset of all those
that are conceivable; all plausible outcomes as a subset of those that are possible; all probable (or
not improbable) outcomes as a subset of those that are plausible; and the actual outcome as
located within the realm of the probable. Note that except for the dot representing the actual, all
other descriptions of the future world in this diagram, be they probable, plausible, possible,
conceivable, or never conceived of, can be classified as “counterfactuals”—accounts contrary, or
counter, to what the world actually was, or what it became.
It is important to note that although people might like to imagine that the landscape of the future
is as orderly as this depiction suggests, that landscape is in fact likely to be considerably messier
and more complex. For example, the ratio of the possible to the conceivable may be substantially
greater than we think. Some of the outcomes we might consider probable may in fact be not only
implausible, but downright impossible. The “actual” world that emerges may be one of the variants
not considered “probable,” but only “plausible.” Even some of those possibilities we consider
relatively probable may be merely possible, or actually impossible. For illustrative purposes, Figure
2 incorporates these potential misconceptions.

Figure 2. Categories of worlds if imagined incorrectly. The dot indicates the actual future, with
possible outcomes depicted with real-world messiness.
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Despite the difficulty of producing a reasonably accurate surrogate for the contours of what should
be considered “possible,” precisely that surrogate is required for any forecasting tool to be
consistent with the idea of “social radar.” Whatever technique modelers use to accomplish this
task with respect to the future of a complex society, it must be governed by principles or be based
on assumptions that enable what is produced to be treated as not only logically but also empirically
possible. The technique must also be capable, at very low marginal cost, of generating large
numbers of empirically realizable multidimensional trajectories or chronologies.

4. Results
The balance of this paper uses the Virtual Strategic and Forecasting Tool (V-SAFT) as an example to
explain how a “social radar” model could satisfy these requirements. 3 The discussion then employs
the state space of the future produced by V-SAFT as a target for queries designed to distinguish
plausible and probable futures from those that are merely possible. It also covers how the tool can
monitor change across regularly updated versions of that state space in order to generate
indications and warnings, and can offer opportunities for what-if experiments to help adjudicate
disputes over the implications of different assessments of key variables in the real world or to
conduct what-if experiments.

4.1. V-SAFT Architecture and Processes
As displayed in Figure 3, V-SAFT incorporates model-building, experimentation, and analysis. Most
processes are automated or semi-automated. In the left-hand column, under model building, the
tool transfers data on geographical and administrative districts in a country to a pixelated
computer grid in a form that can be integrated within the frame of a PS-I model. PS-I is a multi-use,
agent-based modeling platform developed by Lustick Consulting for building and employing
complex virtualization models employed in forecasting and analysis based on cellular automata.

3

V-SAFT technology, developed by Lustick Consulting, is a stand-alone offshoot of work done within the
Worldwide Integrated Crisis Early Warning System (W-ICEWS) team at Lockheed Martin Advanced Technology
Laboratories, a project funded by the Department of Defense’s Human Social Culture Behavior Modeling
program.
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Figure 3. V-SAFT architecture and processes.

A typical country model can involve between 1,000 and 4,500 agents. As indicated at the top of the
left-hand column in Figure 3, model building begins by mapping the target country (or sub-region)
into PS-I. That landscape is then loaded into the Generic Political Model (GPM). The GPM
condenses and federates a variety of political science theories about how states and societies
operate and relate to one another. Although no social science theories have the certainty of some
physical laws, all analysts naturally, but unselfconsciously, use theories they believe in to produce
judgments about the future and conclusions about the likely effects of alternative assumptions or
courses of action. The GPM and other modules encode relatively well-corroborated, even
consensual theories developed by political scientists by translating them into micro rules for agent
behavior, communication, and updating (Garces & Alcorn, 2012; Lustick, Alcorn, Garces, &
Ruvinsky, 2012). The GPM then uses demographic, cultural, electoral, economic, and subject
matter expert-derived data, including information on elite networks, to endow agents with
attributes that render the model consistent with and tuned to realities in the target country at a
specified time. Those attributes include a repertoire of currently available affiliations, or identities,
with one among them activated, i.e., publicly on display, at any point in time.
A key module attached to the GPM is the Dynamic Political Hierarchy, which establishes the
“dominant identity” or dominant “group” at each succeeding time step. By then determining
patterns of overlap or isolation among various groups as reflected in the identity activation of
agents and their identity complexions, the Dynamic Political Hierarchy sorts agents into key
political categories: dominant, incumbent, regime, system, and non-system. When agents
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dissatisfied or angered by their circumstances mobilize legally, semi-legally, or violently, they act.
The type of action they take depends on their position within the overall constellation of power,
affiliation, and commitment prevailing at that time within the model (Lustick et al., 2012).
In the middle column of Figure 3, “Experimentation,” V-SAFT sends individual models forward in
time. After a standardized “burn-in” period, each model time step represents approximately one
week, with 60 time steps taken as a year. As a standard, V-SAFT generates 1,000 distinctive
trajectories. Two stochastic elements ensure the distinctiveness of each trajectory: (1) a
randomized distribution of agent attributes at t=0 that produces a unique version of the model
consistent with our knowledge of district-level affiliations and sentiments and including the density
and communication patterns of various influence networks, and (2) a unique, stochastically
produced and recorded sequence of small perturbations in the bias assignments of affiliative
identities that is associated with each model run. These perturbations act as a source of exogenous
shocks that take place below the analytic horizon. V-SAFT sets the size and regularity of these
shocks within a standardized range across all models, but can be adjusted for political
environments judged as unusually calm or turbulent.
The developers ran elaborate sensitivity studies that involved measuring variance, means, and
kurtosis across sample sizes up to 10,000. The findings strongly suggested that more than 1,000
runs per model condition would yield sharply diminishing returns in terms of producing interesting
variations.
For each country model run with V-SAFT, we view the 1,000 trajectories as chronicles depicting the
state space of the ways in which events could unfold during the coming year in the model’s target
country. In effect, then, we treat this set of trajectories as if it were the “possible” futures
consistent with our best knowledge of the present, as condensed into the model. In precise terms,
the trajectories represent the set of futures for which our model has provided “existence proofs”—
proofs that the sequences of events tracked in these futures could be realized, assuming the
correctness of the model and the reliability of the computer’s implementation of the model’s
routines.
Every month we update each model with significant new sources of data (elections, censuses,
subject matter expert reports, etc.) that become available. Models are also updated by an
automated process that compares the first month of each new trajectory of a possible future to
information about protests or violence that actually occurred in the country under study during the
previous month to eliminate the subset of futures that can no longer be considered consistent with
the country’s “present.” We run the model until we have collected a set of 1,000 trajectories, each
consistent with the country’s general condition at t=0.
Having thus produced the target for our “social radar” signals, we move to the third column in
Figure 3: analysis. We address standardized queries about events, patterns, and outcomes of
interest to the data base containing information about all 1,000 trajectories. Answers to these
queries are equivalent to the bounce-back signal received by a radar installation that indicates the
location, shape, direction of movement, and velocity of the target.

324 | Making sense of social radar: V-SAFT as an intelligent machine
Displays of the data that emerge from these queries communicate a great deal about the contours
of the state space of the future as suggested by the behavior of the model. V-SAFT then uses
features of this state space to generate forecasts that distinguish among probable, plausible, or
merely possible outcomes. The aim, again, is not to make “point predictions” of the “actual” future
in any detail, but to give users systematic, quantifiable, and time-sensitive indications and warnings
about EOIs. Since the data are recorded within specific trajectories, we can identify the conditions
that tend to produce desirable or undesirable outcomes, whether relatively common or extremely
rare, and use them to design specific and cost-effective mitigation strategies.

4.2. Queries
With respect to the “social radar” model of forecasting, we have noted that the “target” of the
signals emitted by the radar instrument is the simulated state space of the possible for the country,
region, or population under study. But what are the signals? “Social radar” must send standardized
signals toward targets of interest to gain information from the distinctiveness of the patterned
reflection of those signals. Radar operators identify different types of objects, birds, fighter aircraft,
bombers, helicopters, etc., by their characteristic signatures. Similarly, V-SAFT operators use
queries directed toward the data resulting from the production of 1,000 simulated futures.
Responses to these queries reflect the contours of the state space of the country’s possible futures.
Visualizations of the answers to these queries are the equivalent of visual images on a radar scope
and can be interpreted in standard ways to conduct analysis of the target and the direction and
velocity of events.

4.3. Forecasts
Each month human analysts draft a summary forecast for each country model, based on a series of
visualizations focused on a variety of dimensions. We use the summary forecast for Bangladesh for
the year March 2013–February 2014 to illustrate the production of these forecasts from data
displayed in these standardized visualizations. Unless otherwise noted, all visuals are available on
the web for inspection and drill-down, as are operational definitions of terms.
Here is the forecast:
V-SAFT’s Bangladesh model forecasts a somewhat more than 75% probability of a sustained
domestic political crisis between March 2013 through February 2014 and only a 10%
probability of avoiding any sort of domestic political crisis during this period. Insurgent activity
and incidents of ethno-religious conflict have a roughly 75% probability of appearing in this
period, but the likelihood of these activities sustaining themselves for three months or more
is very low (below 3%). These probabilities remain more or less the same across the entire
forecast period. Nor do probabilities vary widely depending on the complexion of the
governing coalition. Under a broad-based nationalist government, a business dominated
coalition, or one based on Bengali appeals that is yet not dominated by the Awami League,
Bangladesh has the best chance of enjoying a year relatively free from instability or severe
instability. But the model shows a wide variety of different coalitions capable of emerging,
most of which are associated with some significant instability or severe instability.
Probabilities for at least one of these coalitions range from a low of 15% in governments
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dominated by non-partisan nationalists or business elites, to a high of nearly 65% under
governments oriented toward narrow civic and technocratic appeals. Compared to last
month’s forecasts, a Muslim dominated government is no longer evaluated as plausible, while
a business dominated government is to be considered plausible, and not merely possible. VSAFT’s overall assessment for the coming year is that governing elites in Bangladesh will likely
face higher than average amounts of illegal and violent political mobilization over the coming
year. This represents a substantial trend across the last five months of V-SAFT forecasts for
Bangladesh. Keeping in mind what is normal for Bangladesh, this month’s forecast registers
not just an increasing probability of instability, but an increasing probability of severe
instability. (Lustick Consulting, 2013)

The summary forecast begins with probabilities for key EOIs of historical importance for U.S.
civilian and military planners concerned with Bangladesh. The “somewhat more than 75%”
likelihood of a sustained domestic political crisis (DPC) over the forecast year and the unlikelihood
of Bangladesh avoiding any period of domestic political crisis during that time frame are read off
the “High Impact Possibilities” chart (Figure 4).

Figure 4. Probabilities for key EOIs of historical importance in Bangladesh such as the 75% chance
of a domestic political crisis.
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The extended “occurs” bar for “Domestic Political Crisis” shows that 90% of the weeks comprising
all 1,000 simulated years of possible Bangladesh futures in the model contain behavior coded as
corresponding to the definition of a DPC: organized, mostly nonviolent opposition to the
government that is significant enough to threaten the integrity of the ruling coalition. In practice
this definition must render a description of what agents in the Bangladesh model are doing in a
language the computer can understand. For illustrative purposes, the operational definition of DPC
is: “DPC exists in a timestep when the aggregate influence of protesting agents (protest) multiplied
by the protest_threshold (6) is greater than the aggregate influence of the dominant identity
(data$dominant_activation).” The routine that implements this category as a rule for data
collection is: dpc_exists = (protest*protest_threshold>data$dominant_activation). The bar at
roughly 55% likelihood indicates the “slightly more than 75%” probability of a sustained DPC,
showing how large a subset of those weeks were occupied by a DPC that lasted at least three
consecutive months.
The summary forecast also draws attention to the likelihood of at least some insurgent activity or
ethnic-religious violence. However, in view of the very small size of the red bars in those
categories, the forecast notes that sustained insurgencies or periods of ethnic-religious violence
occurred so rarely in this set of trajectories that they should be considered implausible—in other
words, possible, but extremely unlikely.
How are these probabilities for specific EOIs distributed over the forecast year? Figure 5 shows the
months of the coming year on the x-axis and proportions of futures in the state space registering
EOI activity on the y-axis. Thus, as noted in the summary forecast, we see that “[T]hese
probabilities remain more or less the same across the entire forecast period, with a slight trend
toward increasing risk after April 2013.”

Figure 5. Probabilities for key “events of interest” in Bangladesh over the forecast year, with DPC
relatively stable at 50%.
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The summary forecast indicates that instability, including severe instability, is associated with many
different constellations of political power anticipated as plausible within the forecast year. In Figure
6 different groups or political appeals that the model identifies as plausibly able to play a dominant
and organizing role in Bangladesh governing coalitions over this time period are arrayed on the xaxis. The width of the bar associated with individual dominant groups or identities signifies the
proportion of weeks within all 1,000 trajectories during which they are dominant. The width of the
vertical segments in each column indicates how that amount of the state space is divided into
periods of “calm” (green), “intense politics” (blue), “instability” (yellow), and “severe instability”
(red).
Going somewhat beyond the explicit statements in the summary forecast, we can observe that
while the most likely coalitions—those dominated by nationalist, Bengali, or Awami League ideas
and elites—hold out a nearly 80% chance of avoiding instability or severe instability, no
government that the model deems plausible has more than a 15% likelihood of enjoying calm
throughout the year. A government based on alliances led by bureaucratic state elites faces the
greatest likelihood of both instability and severe instability.

Figure 6. Dominant groups and levels of instability in Bangladesh. Along the x-axis are different
groups identified by the model as plausible anchors of ruling coalitions in Bangladesh in this time
period. The width of the columns associated with political dominance by different groups signifies
the proportion of weeks when they are dominant, the width of the bars within each column
indicates how that amount of the state space is divided into periods of “calm”, “intense politics”,
“instability”, and “severe instability”.
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By probing more deeply, we can see which groups are allies, opponents, or radical opponents of
the government when bureaucratic state elites dominate the coalition (Figure 7) or when
“globalizing, Western-oriented” elites dominate (Figure 8). We see that these types of
governments, when they have significant allies at all, tend to rely on corrupt and criminal elements
and on the (highly corrupt) business community. In Figures 7–9 and Figure 11 groups and identities
listed along the x-axis are arrayed from left to right in order of decreasing “aggregate influence”
during the periods of dominance by the group named under the column on the extreme left. VSAFT computes aggregate influence for each group for any time step by summing the individual
influence of agents activated on that identity.

Figure 7. Domestic political hierarchy levels during State dominance. Groups are shown along the xaxis. The y-axis is the number of model time steps within the total number that featured the State
identity group as dominant. The colored bars comprising the columns report the proportion of
State-dominant model time during which each group was categorized within the DPH as either ally,
opponent, or radical opponent.
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Figure 8. Domestic political hierarchy levels during Globalizing dominance. The groups are shown
along the x-axis. The y-axis is the number of model time steps within the total number that
featured the “Globalizing” (Western-oriented) identity group as dominant. The colored bars
comprising the columns report the proportion of Globalizing-dominant model time during which
each group was categorized within the DPH as either ally, opponent, or radical opponent.

As noted in the summary forecast, in the relatively unlikely, but still plausible, circumstance that
business itself organizes a governing coalition—relying again on state bureaucrats, globalizers, and
criminal-corrupt networks—prospects for intense politics, if not calm, appear to improve
considerably. We can see why this occurs by considering the display in Figure 9, which shows that
when business dominates, the largest groups in Bangladesh are much less likely to adopt a radical
oppositionist posture (the blue portion of columns on the left of the display) toward the
government than when state bureaucrats, globalizers, or criminal-corrupt networks (not shown)
dominate.
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Figure 9. Domestic political hierarchy levels during Business dominance. The groups are shown
along the x-axis. The y-axis is the number of model time steps within the total number that
featured the Business identity group as dominant. The colored bars comprising the columns report
the proportion of Business-dominant model time during which each group was categorized within
the DPH as either ally, opponent, or radical opponent.

Comparing the state space mapped by running V-SAFT’s Bangladesh model for the year beginning
March 2013 to mappings produced in earlier months can help identify general trends. For example,
in Bangladesh, Islamist-dominated governments appeared prominently enough in the state space
to justify treating that outcome as plausible in each of the six previous months’ forecasts (meaning
that it appears in at least 3% of the space of the future). For the year beginning in March 2013,
however, the likelihood of Islamist governments dropped below the 3% threshold. Accordingly,
although such regimes appear in the display of plausible governments for the year beginning
February 2013 (on the left in Figure 10), they do not appear in the display on the right—for the
year beginning March 2013.
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Figure 10. Dominant groups in Bangladesh. The x-axis are the dominant groups, the first y-axis is
stability, and the second y-axis is the percentage of the space in which the forecast holds. For
February 2013 (left) x group appears at 3% and in March 2013 (right) it drops below that.

On the other hand, by noting the thin gray line at the bottom of the column marked “Muslim” in
the “Political Status by Group” display in Figure 11, we can see that V-SAFT still charted a Muslimdominated government as possible, but just not “plausible” by the 3% rule.
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Figure 11. Political status by group in Bangladesh. This graph shows the likelihood of the dominant
part of government coming from each group (x-axis).

The final portion of the summary forecast focuses on the trend toward an increasing likelihood of
instability, and in particular of severe instability. This trend is most easily discerned by considering
the group of six “sequence plots” displayed in Figure 12a – 12f, beginning with the forecasts made
for the October 2012–September 2013 year and ending with forecasts made for the March 2012–
February 2014 year.
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Figure 12a & 12 b. Six “sequence plots”—beginning with the forecasts for October 2012 until
February 2014. Each trajectory (1,000) is traced horizontally by a single line to represent either
calm (green), intense politics (blue), instability (yellow), or severe instability (red).
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Figure 12c & 12d. Six “sequence plots”—beginning with the forecasts for October 2012 until
February 2014. Each trajectory (1,000) is traced horizontally by a single line to represent either
calm (green), intense politics (blue), instability (yellow), or severe instability (red).
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Figure 12e- & 12f. Six “sequence plots”—beginning with the forecasts for October 2012 until
February 2014. Each trajectory (1,000) is traced horizontally by a single line to represent either
calm (green), intense politics (blue), instability (yellow), or severe instability (red).
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V-SAFT produces sequence plots such as those in Figure 12a-12f by stacking all 1,000 trajectories.
Each week in each trajectory, traced horizontally by a single line, is colored to represent either calm
(green), intense politics (blue), instability (yellow), or severe instability (red). The condition present
at the beginning of the run and, within that group, by the length of time before that condition
changes, determines the order of the stacking. Different horizontal patterns register different
sequences of stabilization or destabilization. By noting the changing prominence of colors
horizontally, we can gain a quick sense of time trends toward stabilization (becoming more green
or blue) or toward destabilization (becoming more yellow or red). By noting the changing
prominence of colors vertically, we can gain a sense of how much of the state space of the future—
taking into account all 1,000 trajectories—is relatively stable or unstable across the entire square.
By comparing the balance of coloration across a series of sequence plots for the same country we
gain a sense of trends in V-SAFT forecasts for that particular country. These can include increasing
tendencies toward, for example, convergence on one color or bifurcation—relative disappearance
of yellow or blue in favor of either calm (green) or severe instability (red). In the case of Bangladesh
forecasts for the year beginning with October 2012 through the year starting in March 2013, we
see a trend toward a pronounced shrinkage in the areas of green and yellow and expansion in the
areas of blue and especially red, suggesting not just a decreasing probability of calm but an
increasing probability of either intense political competition or severe instability.

5. Conclusion
Klein, Moon, & Hoffman (2006) characterize “sensemaking” as an “umbrella term for efforts at
building intelligent systems” (p. 70). They imagined that such systems would display their
intelligence by assembling and presenting data in ways that evoke understanding of the data as
meaningful: that is to say enlightening or satisfying with respect to the ambitions, questions, or
interests of users. They proceed to list common expectations for such systems—expectations that
they suggest are important, but difficult to fulfill. Among those expectations are that the system
will automatically fuse massive data into succinct meanings, process meaning in contextually
relative ways, enable humans to achieve insights, automatically infer the hypotheses that the
human is considering, enable people to access others’ intuitions, and present information in
relevant ways. This chapter has sought to offer some encouragement with respect to forecasting,
analysis, and visualization using the “social radar” metaphor and standard questions of interest to
analysts of complex societies. Modeling has made significant progress toward satisfying these
expectations in the eight years since these ambitions were listed, although much work remains to
be done.
Only the accumulation of a large data set of forecasts can permit the kind of validation tests that
alone would justify commitment of resources based on the automatic and semi-automatic
production of forecasts, analyses, and visualizations of the sort now available with V-SAFT. The
summary forecasts, which use narrative techniques to weave mnemonic meaning from
standardized but still dauntingly complex data visualizations, can be produced automatically. But
this will require considerable work based on studies of inter-coder reliability, dictionaries of
possible combinations of reports from available displays, and algorithms to produce useful and
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sensible prose depictions based on hierarchies of concern, trends along key dimensions, and
significant anomalies. It is difficult to imagine that this distillation process could be completely
automated, since one key aspect of forecasting is watching for events that could happen that have
never happened before. Still, given the progress so far, one could quite reasonably expect that the
kind of “intelligent machine” represented by V-SAFT could work well to focus the attention of
human analysts on the kinds of problems for which they have, and will always have, a comparative
advantage.
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